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Abstract

Vehicle-to-Everything (V2X) technologies enhance road safety and traffic efficiency by enabling direct peer-to-peer communication
between vehicles, roadside infrastructure, and other road users using specialized Vehicular Ad Hoc Network (VANET) protocols. In
Europe, the European Telecommunications Standards Institute (ETSI) Cooperative Intelligent Transport Systems (C-ITS) protocol
stack serves as the authoritative standard for V2X communications, underpinning most European ITS research initiatives and
commercial deployments. Despite its central role, reliable open-source implementations of the ETSI C-ITS Release 2 stack remain
scarce, posing a significant barrier to researchers and developers. This paper introduces V2X FlexStack, a dual-language open-
source implementation of the ETSI C-ITS Release 2 protocol stack, available as the v2xflexstack package on PyPI and the
rustflexstack crate on crates.io, with a project website at https://flexstack.eu. The primary implementation is written in
Python and provides modular Service Access Point (SAP) interfaces, a hardware-agnostic LinkLayer abstraction, and exemplary
Facilities Layer support including the Cooperative Awareness (CA) Basic Service, the Decentralized Environmental Notification
(DEN) Service, and the Vulnerable Road User (VRU) Awareness Service. This makes V2X FlexStack uniquely suited for V2X
protocol research, rapid prototyping, testbed development, and standard-modification studies. A companion implementation in
Rust targets resource-constrained embedded platforms such as Arm Cortex-A–based on-board units and low-power roadside units,
providing memory safety without a garbage collector, deterministic performance, and native cross-compilation to aarch64 and
other architectures. Systematic benchmarks show that for unsecured traffic, the Python implementation substantially exceeds the
practical packet-processing capacity of currently deployed V2X access technologies; when message signing is required, equivalent
throughput is achieved by offloading cryptographic operations to a Hardware Security Module (HSM). The Rust implementation
delivers throughput and latency characteristics suitable for high-density production deployments. Cross-vendor interoperability is
validated at the GeoNetworking, BTP, and Facilities layers against four independent third-party implementations spanning two access
technologies. ETSI TS 103 097 security wire-format conformance is verified internally through Wireshark dissector analysis and
comprehensive benchmark self-consistency tests, while cross-vendor security interoperability against a third-party implementation
remains as identified future work. Together, the two implementations form a unified C-ITS ecosystem covering the full spectrum
from rapid algorithmic prototyping to production-grade embedded deployment.
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1. Introduction

Vehicle-to-Everything (V2X) technologies, also referred
to as vehicular communications, are specifically designed to
enhance road safety and traffic efficiency by enabling direct
peer-to-peer communication between vehicles, roadside infras-
tructure, and other road users. When such communications
are self-organizing and when data forwarding occurs in a fully
distributed manner without centralized control, the resulting net-
work is referred to as a Vehicular Ad Hoc Network (VANET).
Since the early adoption of wireless communications, the auto-
motive industry has envisioned leveraging these technologies
to augment vehicle capabilities across a broad spectrum of use
cases.

However, the stringent requirements of vehicular commu-
nications expose fundamental limitations of the conventional
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Internet Protocol (IP) suite. Traditional IP-based networks, even
in mobile configurations, rely on relatively static routing topolo-
gies in which network-layer addresses are anchored to router
infrastructure. V2X communications, by contrast, demand fully
infrastructure-independent, direct interactions among nodes that
may be moving at highway speeds, resulting in a highly dy-
namic and rapidly evolving network topology. This renders
the conventional TCP/IP stack structurally unsuitable for ve-
hicular environments, necessitating the design of purpose-built
communication protocols tailored to the unique spatio-temporal
demands of VANETs.

The standardization of VANETs gained decisive momentum
in 1999 when the Federal Communications Commission (FCC)
allocated a dedicated segment of the 5.9 GHz frequency band
for vehicular communications. At the physical and Medium
Access Control (MAC) layers, the Institute of Electrical and
Electronics Engineers (IEEE) standardized IEEE 802.11p, an
adaptation of IEEE 802.11a tailored to the latency and mobility



requirements of VANETs. At the network and transport layers,
IEEE developed the Wireless Access in Vehicular Environments
(WAVE) protocol stack [1], introducing the WAVE Short Mes-
sage Protocol (WSMP) as a low-latency alternative to IP, User
Datagram Protocol (UDP), and Transmission Control Protocol
(TCP). In parallel, the Society of Automotive Engineers (SAE)
established standardized message formats and service definitions
to ensure interoperability and consistent application behaviour
across manufacturers [2].

This American-led standardisation effort subsequently catal-
ysed complementary initiatives in other major automotive re-
gions. The European Union and Japan each developed regional
V2X standards aligned with their own regulatory, road-safety,
and market requirements, while also harmonising selected pro-
tocol components with the foundational IEEE/SAE work to
preserve a degree of global interoperability.

Concurrently, the European Telecommunications Standards
Institute (ETSI) adopted the 5.9 GHz band and developed a
distinct protocol stack for VANETs, designated Cooperative
Intelligent Transport Systems (C-ITS) [3]. The ETSI C-ITS
stack retained IEEE 802.11p at the access layer but introduced
purpose-designed upper-layer protocols: GeoNetworking for
geography-based packet routing, the Basic Transport Protocol
(BTP) as a connectionless transport mechanism, and a Facilities
Layer responsible for message standardization, encoding, and
dissemination. Both the WAVE and ETSI C-ITS stacks incorpo-
rate security as a transversal, cross-layer component spanning
all protocol tiers.

The access layer has since evolved along two parallel tracks.
The 3rd Generation Partnership Project (3GPP) first introduced
device-to-device (D2D) sidelink communication in Release 12
and subsequently formalised Cellular V2X (C-V2X) in Re-
lease 14 (2017), later enhanced in Release 15 (2019). C-V2X
defines two complementary interfaces: the LTE-Uu interface
for long-range Vehicle-to-Network (V2N) communication via
eNodeB infrastructure, and the PC5 sidelink interface, the 3GPP
direct-communication reference point, for direct Vehicle-to-
Vehicle (V2V), Vehicle-to-Infrastructure (V2I), and Vehicle-to-
Pedestrian (V2P) communication able to work with or without
network coverage. On the IEEE side, 802.11bd (also termed
Next-Generation V2X, NGV) has been standardised as the evo-
lutionary successor to 802.11p, addressing its Doppler and con-
gestion limitations. Concurrently, 3GPP Release 16 (2020)
introduced 5G New Radio V2X (NR V2X), targeting ultra-
reliable, low-latency communication for advanced automation
use cases [4]. Both technological tracks continue to evolve:
3GPP has progressed through Release 17 and beyond, while
IEEE continues to advance the 802.11bd standard along its own
standardisation roadmap.

Despite the availability of numerous commercial and open-
source C-ITS protocol stack implementations (reviewed in Sec-
tion 3), developing a custom solution for research use cases or
experimental testbeds involves five distinct challenges.

First, compatible hardware supporting VANET access tech-
nologies, such as IEEE 802.11p or C-V2X PC5, remains scarce;
most existing platforms are sold exclusively in bulk to Tier 1 au-
tomotive suppliers or are tightly coupled to proprietary software

development kits that offer little opportunity for protocol-level
modification.

Second, the ETSI C-ITS Release 2 specification set is in
active evolution, with numerous Technical Specifications (TS)
still under revision and not yet ratified as European Norms (EN).
Implementers must therefore commit to sustained maintenance
effort to track normative changes across all affected layers.

Third, a standards-compliant security implementation de-
mands cryptographic mechanisms for signing, verification, en-
cryption, and decryption using the Elliptic Curve Digital Sig-
nature Algorithm (ECDSA) and the Elliptic Curve Integrated
Encryption Scheme (ECIES), ideally backed by a Hardware
Security Module (HSM), together with integration into a Pub-
lic Key Infrastructure (PKI) providing hierarchical certificate
management.

Fourth, any C-ITS protocol stack implementation intended
for real-world deployment must achieve sufficient throughput
to saturate the capacity of the underlying V2X physical layer,
which spans a wide range of packet rates depending on the access
technology and network density (see Section 8).

Fifth, the hardware deployment landscape for C-ITS spans
from high-performance x86 servers and Tier 1 on-board units
(OBUs) down to low-power embedded single-board computers
and Vulnerable Road Users (VRU) wearable devices, imposing
strict cross-platform portability and resource-efficiency require-
ments.

In response to these challenges, we present the V2X FlexS-
tack, an open-source ETSI C-ITS Release 2 protocol stack whose
primary implementation is written in Python. Although Python’s
interpreted runtime introduces overhead relative to compiled lan-
guages, this paper demonstrates that the resulting throughput
substantially exceeds the practical packet-processing demands
of all commercially deployed V2X physical layers for unsecured
traffic, and equally so for secured traffic when cryptographic
operations are offloaded to a Hardware Security Module (HSM),
rendering the performance penalty negligible for the targeted
research and experimental deployment scenarios. The choice
of Python confers decisive advantages for the first four chal-
lenges enumerated above: broad platform portability, low bar-
rier to protocol modification, straightforward integration with
cryptographic libraries and HSM interfaces, and an extensive
ecosystem for PKI tooling.

Nevertheless, the fifth challenge, portability and perfor-
mance, carries an additional dimension that extends beyond
software throughput on conventional development hardware. An
emerging class of C-ITS deployment scenarios targets resource-
constrained, embedded platforms such as OBUs for aftermarket
vehicle retrofitting, roadside units (RSUs) based on low-power
single-board computers (e.g., Arm Cortex-A series), and pedes-
trian or cyclist wearable devices forming the backbone of VRU
awareness deployments. These platforms impose strict memory
footprints, deterministic real-time execution requirements, and,
in many cases, cross-compilation constraints that fundamentally
preclude the use of a managed-runtime language such as Python.
To address this gap, V2X FlexStack has been re-implemented in
Rust, a systems programming language that provides memory
safety without a garbage collector, zero-cost abstractions, and
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guaranteed safe concurrency through its ownership model. The
resulting Rust FlexStack (rustflexstack crate) shares the
same architectural layering and Service Access Point (SAP)
interface philosophy as the Python implementation, but achieves
significantly higher throughput under concurrent workloads and
lower per-packet latency than the Python implementation, while
remaining cross-compilable to aarch64 embedded targets with-
out modification. Collectively, the two implementations form a
unified, dual-language C-ITS ecosystem: V2X FlexStack for
rapid protocol research, standard modification, and experimental
testbed deployments; and the Rust FlexStack for production-
grade, high-density, and embedded-system deployments. Both
implementations are open-source. V2X FlexStack is hosted
on GitHub [5] and distributed as the v2xflexstack package
on the Python Package Index (PyPI) [6]; the Rust FlexStack
is hosted on GitHub [7] and published as the rustflexstack
crate on crates.io [8]. Both are freely available through the
project website at https://flexstack.eu.

This paper introduces V2X FlexStack in both its Python and
Rust embodiments. Section 2 reviews the second release of the
ETSI C-ITS protocol stack and outlines the current state of rele-
vant standards. Section 3 summarizes existing open-source and
commercial implementations, thereby contextualizing related
work. Section 4 describes both the Python and Rust V2X FlexS-
tack implementations, their shared architectural principles, and
the key design differences driven by language and deployment
requirements. Brief usage examples are provided for both. Sec-
tion 5 discusses deployment options of the stack over common
VANET hardware such as IEEE 802.11p and C-V2X solutions.
Section 6 validates the implementation by demonstrating its
compatibility with existing solutions of hardware, and Section 7
confirms that unsecured ETSI C-ITS messages generated by
V2X FlexStack are correctly decoded by four independent third-
party implementations spanning two access technologies, and
explicitly characterises the scope and current limitations of the
security wire-format validation (Section 7.4). Section 8 outlines
the key performance characteristics of both implementations,
presenting a head-to-head comparison of the Python and Rust
stacks and contextualizing their throughput against the theo-
retical capacity bounds of the supported V2X physical layers.
Section 9 reports field deployment experience from two Euro-
pean research projects in which V2X FlexStack served as the
communication platform. The paper concludes in Section 10
with a summary of the main findings and contributions.

2. Overview of the Standardized ETSI C-ITS Protocol Stack

The ETSI C-ITS protocol stack serves as the architectural
foundation of European V2X technologies, enabling direct com-
munication among mobility entities and supporting a wide range
of ITS use cases through the fast and reliable exchange of
mobility-related information. Standardisation began in the late
2000s, drawing inspiration from the American WAVE frame-
work. The first release [9] of the ETSI C-ITS protocol stack
addressed core road-safety and traffic-efficiency requirements
while supporting peripheral use cases including toll collection,
automated access management, and fleet supervision.

The second release [10], whose development began in the
late 2010s, was motivated by the recognition that V2X technolo-
gies could address virtually any mobility scenario, including
those involving partial or full driving automation. A key les-
son from early deployment experience was the importance of
accommodating non-connected road users. Accordingly, the
second release extends the Facilities Layer with a dedicated
VRU Awareness Service and a Collective Perception Service
for sharing sensor-detected objects, enabling connected nodes
to detect and communicate the presence of non-connected users.
Cooperative manoeuvring receives further attention through the
introduction of the Manoeuvre Coordination Service, which, at
the time of writing, is still undergoing ETSI standardisation.

The V2X FlexStack was initially developed against the first
release of ETSI C-ITS and has subsequently been updated to
comply with the second release. Accordingly, this section fo-
cuses on the second-release specification set.

Figure 1 provides a complete view of the ETSI C-ITS Re-
lease 2 protocol stack. The diagram is organised in horizon-
tal layers from bottom (Access) to top (Applications). At the
Access Layer, both ITS-G5 (IEEE 802.11p/bd) and 3GPP C-
V2X/NR V2X radio interfaces are shown, each with its standar-
dising body and release number. The Network and Transport
layers are occupied by GeoNetworking (ETSI EN 302 636-4-1)
and BTP (ETSI EN 302 636-5-1), respectively. The Facilities
Layer lists all standardised message services with their ETSI
TS identifiers: the CA Basic Service (EN 302 637-2), the DEN
Service (EN 302 637-3), Infrastructure Services (TS 103 301),
the VRU Awareness Basic Service (TS 103 300), the Collective
Perception Service (TS 103 324), and the Manoeuvre Coordina-
tion Service (TS 103 578). Two transversal disciplines cross all
layers vertically: the Management plane (ETSI EN 302 636-2,
DCC) and the Security plane (ETSI TS 103 097, PKI). V2X
FlexStack implements all Facilities services and the Security
plane shown; access-layer support is provided for ITS-G5 and C-
V2X PC5 via the LinkLayer abstraction described in Section 4.

The ETSI C-ITS protocol stack replaces the conventional
OSI model with a purpose-built architecture whose layers mirror
OSI counterparts but are instantiated with protocols designed for
the spatio-temporal demands of VANETs. At the Access Layer,
either ITS G5 (IEEE 802.11p/bd) or 3GPP C-V2X/NR V2X may
be used. At the Network Layer, GeoNetworking routes pack-
ets by geographic position rather than static addresses. At the
Transport Layer, the Basic Transport Protocol (BTP) assumes
the lightweight, connectionless role of UDP. The Facilities Layer
provides standardised services that encode, decode, and dissemi-
nate C-ITS messages in ASN.1-defined formats.

The most significant structural departures from OSI are the
Security and Management Layers, both transversal components
that span all protocol layers. The Management Layer coordinates
cross-layer signalling, particularly for Decentralised Congestion
Control (DCC). The Security Layer operates as a centralised
authority enforcing per-service permissions and ensuring the in-
tegrity and authenticity of every C-ITS message through ECDSA
digital signatures embedded in standardised security headers.

The remainder of this section reviews access technologies,
GeoNetworking and BTP, Facilities services, and the transversal

3



Figure 1: The ETSI C-ITS protocol stack Release 2 Technical Specifications

layers, providing the technical background required to under-
stand the design choices of V2X FlexStack.

2.1. ACCESS AND PHYSICAL LAYER

Two parallel technology lines have emerged for V2X
physical-layer communications in the 5.9 GHz band. The IEEE
amended its 802.11 standards for vehicular use, producing
IEEE 802.11p (DSRC) and its successor IEEE 802.11bd (NGV),
collectively referred to as ITS G5 under ETSI [11]. In parallel,
3GPP introduced C-V2X in Release 14, which evolved into
5G NR V2X. The two lines are not interoperable on the air
interface; however, the upper layers of the ETSI C-ITS stack
are largely access-technology agnostic, and V2X FlexStack
operates across both. Table 1 summarises the key attributes of
each technology.

Regional differences in ITS spectrum allocation should
be noted: Europe allocates 70 MHz (5.855–5.925 GHz) [12],
whereas the United States allocates 30 MHz (5.895–5.925 GHz) [13].

2.1.1. IEEE 802.11p
IEEE 802.11p was standardised as an amendment to

IEEE 802.11a for vehicular communications in the 5.9 GHz
band. At the physical layer it employs OFDM with adaptive
modulation and coding schemes ranging from 1/2 BPSK
(3 Mbps) to 3/4 64-QAM (27 Mbps) [14, 15]. At the MAC
layer it adopts CSMA/CA operating in Outside the Context of a
BSS (OCB) mode, which eliminates the association overhead
of conventional 802.11 networks and enables immediate frame
exchange among unknown nodes [15]. Quality of Service (QoS)
differentiation is provided through EDCA access categories that
prioritise safety-critical traffic.

Despite its maturity, IEEE 802.11p exhibits two well-
documented limitations. First, in dense scenarios the contention-
based CSMA/CA mechanism leads to elevated collision rates
and latency [16]. Second, high relative velocities between
vehicles induce Doppler shifts that degrade OFDM subcarrier
orthogonality, increasing packet error rates [17].

2.1.2. C-V2X
3GPP introduced C-V2X in Release 14 to address the above

limitations and to extend the cellular ecosystem into the auto-
motive domain [4, 18]. C-V2X defines two radio interfaces:
the Uu interface for long-range V2N communication via eN-
odeB/gNodeB infrastructure, and the PC5 sidelink interface
operating at 5.9 GHz for direct V2V, V2I, and V2P communica-
tion.

The PC5 interface employs SC-FDMA, whose lower PAPR
provides inherently better robustness to Doppler-induced inter-
ference than OFDM [18]. Radio resources are organised on a
rigid time–frequency grid of 1 ms Transmission Time Interval
(TTI) and 12-subcarrier Resource Blocks (RBs). Two resource
management modes are defined: Mode 3, in which the network
centrally assigns resources, and Mode 4, in which vehicles au-
tonomously select resources via Sensing-based Semi-Persistent
Scheduling (SPS) [19, 20]. However, the fixed 1 ms TTI im-
poses a hard latency floor, and the half-duplex constraint within
a single TTI further limits round-trip times, making sub-3 ms
latency targets for advanced automation difficult to achieve [18,
19].

2.1.3. IEEE 802.11bd
IEEE 802.11bd is the evolutionary successor to 802.11p. It

replaces convolutional coding with LDPC codes for improved
low-SNR reception and Doppler resilience, introduces 256-
QAM and MIMO for higher peak capacity [21, 22], and adopts
Dual Carrier Modulation (DCM) for frequency-diversity gain
and blind retransmissions for improved reliability without ACK
overhead [15, 23]. At the time of writing, no commercial
chipsets implement IEEE 802.11bd.

2.1.4. 5G NR V2X
3GPP standardised NR V2X in Releases 16–17 to support

URLLC for advanced automation [4]. NR V2X transitions to CP-
OFDM, adds native Unicast and Groupcast sidelink via a new
PSFCH channel with HARQ feedback [24, 25], and redesigns
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autonomous resource allocation (Mode 2) with an enhanced two-
stage SCI structure that accommodates aperiodic event-driven
traffic [24, 26]. Commercial chipsets for NR V2X are also not
yet available.

2.2. NETWORK AND TRANSPORT LAYER

VANET topologies are highly dynamic, and many ITS ser-
vices require geographical dissemination semantics that conven-
tional IP networking does not natively provide. ETSI C-ITS
therefore defines GeoNetworking for position-aware routing and
BTP for lightweight service multiplexing.

2.2.1. GEONETWORKING
GeoNetworking (GN) is a network-layer protocol that

routes and forwards packets on the basis of the geographical
positions of nodes rather than static hierarchical addresses [27].
Its two core functions, geographical addressing and geograph-
ical forwarding, are designed explicitly for the ephemeral,
infrastructure-free topologies of VANETs.

GN defines five communication scenarios to cover the
principal V2X dissemination patterns [28]: GeoBroadcast
(GBC), which floods a designated geographic area; GeoAnycast
(GAC), which delivers to any single node within a target area;
Topologically-Scoped Broadcast (TSB), which rebroadcasts
to all nodes within n hops; Single-Hop Broadcast (SHB), the
most commonly used variant, which addresses only one-hop
neighbours; and GeoUnicast (GUC), which forwards to a spe-
cific destination node. RSUs may additionally act as gateways,
enabling GN packets to reach conventional IP networks [29,
30].

Every GN packet carries a mandatory Basic Header (proto-
col version, next-header type, lifetime, remaining hops) and a
mandatory Common Header (packet type/subtype, traffic class,
payload length, hop limit, emitter mobility flags). An optional
Extended Header supplies dissemination-specific fields such as
the source position vector and, for GBC packets, the destination
area geometry [31, 32]. When the security layer is active, the
Common Header is wrapped by security headers. GN also sup-
ports encapsulation of IPv6 packets for throughput-intensive or
unicast-based applications such as infotainment [33].

2.2.2. BASIC TRANSPORT PROTOCOL (BTP)
BTP is a lightweight, connectionless transport protocol in-

spired by UDP whose primary function is to demultiplex GN
packets to the appropriate Facilities service [34]. Its header is
only 4 bytes: BTP-A carries source and destination ports, while
BTP-B carries only a destination port with delivery metadata.

2.3. FACILITIES LAYER

The Facilities Layer standardises the algorithms and se-
mantics behind C-ITS messages, ensuring consistent behaviour
across implementations. Each service handles specific V2X
use cases, but the information it produces typically supports a
broad range of upper-layer applications. Messages are defined
in ASN.1 and are referenced by the acronyms shown alongside
the standard numbers in Figure 1.

2.3.1. COOPERATIVE AWARENESS (CA) BASIC SERVICE
The CA Basic Service periodically disseminates Coopera-

tive Awareness Messages (CAMs) at rates between 1 Hz and
10 Hz, depending on channel congestion [35]. CAMs convey
the position, trajectory, size, and type of the emitting ITS sta-
tion and are fed into the Local Dynamic Map (LDM), enabling
surrounding nodes to maintain real-time awareness and to im-
plement safety applications such as Longitudinal Collision Risk
Warning (LCRW) [36] and Intersection Collision Risk Warning
(ICRW) [37].

2.3.2. DECENTRALIZED ENVIRONMENTAL NOTIFICATION
(DEN) SERVICE

The DEN service exchanges Decentralized Environmental
Notification Messages (DENMs) to convey urgent event-driven
information, such as road hazards or immobilised vehicles [38].
DENMs are assigned the highest QoS priority and are typically
disseminated via GeoNetworking GBC forwarding to reach all
nodes within the affected area.

2.3.3. INFRASTRUCTURE SERVICES
Many traffic efficiency use cases rely on the exchange of in-

formation between roadside infrastructure and road users. Appli-
cations such as Green Light Optimized Speed Advice (GLOSA)
or public transport prioritization depend on specific C-ITS mes-
sages to synchronize roadside management systems and vehi-
cles. The ETSI C-ITS protocol stack includes five infrastructure-
specific services [39]:

• Traffic Light Maneuver (TLM): Disseminates Signal
Phase And Timing Extended Messages (SPATEM), which
reveal traffic light phases and potential states.

• Road and Lane Topology (RLT): Disseminates Map
Extended Messages (MAPEM), carrying high-definition
maps of the environment.

• Infrastructure to Vehicle Information (IVI): Disseminates
Infrastructure to Vehicle Information Messages (IVIM)
containing mandatory and advisory road signage, such as
speed limits or roadwork warnings.

• Traffic Light Control (TLC): Enables the exchange of
Signal Request Extended Message (SREM) and Signal
Request Status Extended Message (SSEM), allowing pri-
ority vehicles to influence traffic light phases.

• Global Navigation Satellite System (GNSS) Position-
ing Correction (GPC): Disseminates Radio Technical
Commission for Maritime services Extended Messages
(RTCMEM), providing position corrections to ensure
accurate localization for connected nodes.

2.3.4. LOCAL DYNAMIC MAP
The LDM service aggregates information received from all

other Facilities services into a time-indexed spatial database,
providing applications with real-time access to the dynamic
state of surrounding nodes and infrastructure [40, 41, 42].
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Table 1: Feature Matrix of V2X Access Technologies

Protocol Rel. PHY MAC Key Features Known Limitations Mkt. Avail.

IEEE
802.11p

2010 OFDM CSMA/CA OCB mode for immediate
transmission

Doppler vulnerability, backoff
model causes collisions under
high loads

Yes

C-V2X
(LTE)

2017 SC-
FDMA

Mode 3 (Network)
& Mode 4
(Autonomous)

Extended range,
Semi-Persistent Scheduling
for periodic traffic

Fixed 1 ms TTI limits latency,
lacks PHY layer HARQ
feedback

Yes

IEEE
802.11bd

2022 OFDM CSMA/CA with
blind
retransmissions

High-density midambles,
LDPC, Dual-Carrier
Modulation (DCM)

Still bounded by CSMA/CA
collisions under high loads

No

NR V2X
(5G)

2020 CP-
OFDM

Mode 1 (Network)
& Mode 2
(Autonomous)

Sub-millisecond latencies,
Groupcast support, native
HARQ

Extreme protocol complexity,
shorter range at mmWave
frequencies

No

Note: The table synthesizes the foundational physical layer and MAC specifications for the dominant V2X access technologies based on their respective initial
standard releases.

2.3.5. VRU AWARENESS BASIC SERVICE
Introduced in Release 2, the VRU Awareness Basic Service

disseminates VRU Awareness Messages (VAMs), which adapt
the CAM data model to the specific characteristics of pedestrians,
cyclists, and other VRUs [43, 44]. The standard also defines a
clustering mechanism through which a single VRU may emit
VAMs on behalf of a co-located group [45].

2.3.6. COLLECTIVE PERCEPTION SERVICE (CPS)
The CPS standardises the sharing of sensor-detected object

information through Collective Perception Messages (CPMs),
enabling nodes to communicate the presence of non-connected
road users in a vendor-agnostic format [46, 47].

2.3.7. MANOEUVRE COORDINATION SERVICE (MCS)
The MCS enables connected road users to exchange intent-

sharing, agreement-seeking, and prescriptive information for
cooperative manoeuvre planning [48]. It extends status-sharing
(CAMs, VAMs) and perception (CPMs) with Manoeuvre Co-
ordination Messages (MCMs) that communicate intended tra-
jectories, negotiate conflict-free paths, and issue prescriptive
instructions. At the time of writing, no formal ETSI standard for
MCS has been ratified, although draft technical specifications
are available [49].

2.4. SECURITY LAYER

The security layer ensures the integrity, confidentiality,
availability, accountability, and authenticity of all C-ITS
messages [50]. It appends security headers containing ECDSA-
signed, PKI-issued short-lived certificates to every outgoing
message, thereby authenticating the sender and protecting con-
tent integrity [51, 52]. For messages requiring confidentiality,
ECIES encryption is additionally applied within the security
headers.

2.5. MANAGEMENT LAYER

The Management Layer is a transversal component that con-
figures parameters across all other layers and enables cross-
layer communication [53, 54]. Its principal responsibilities
are maintaining the Management Information Base (MIB) and
implementing Decentralised Congestion Control (DCC) for ITS-
G5 [55, 56].

2.6. APPLICATION LAYER

The Application Layer leverages Facilities services to imple-
ment the full range of V2X use cases [10], classified into active
road safety, cooperative traffic efficiency, cooperative local ser-
vices, and global Internet services. Three flagship applications
were standardised in Release 1: ICRW [36], LCRW [37], and
Road Hazard Signaling (RHS) [57].

3. Existing ETSI C-ITS Implementations

The landscape of ETSI C-ITS protocol stack implementa-
tions bifurcates along a fundamental architectural divide: highly
optimised proprietary commercial solutions engineered for
production-grade automotive deployments, and open-source
frameworks designed to enable research agility and protocol-
level customisation. Each category exhibits distinct trade-offs
between runtime efficiency, hardware coupling, standards
compliance, and extensibility that directly govern its suitability
for a given research or deployment scenario.

3.1. Commercial Implementations

Proprietary commercial stacks are generally characterised
by a tight hardware–software co-design philosophy, in which the
protocol implementation is optimised for, and often inseparable
from, a specific System-on-Module (SoM) or integrated chipset.
This coupling enables deep physical-layer optimisation, particu-
larly relevant for the 5.9 GHz ITS-specific frequency band, but it
fundamentally limits the researcher’s ability to inspect, modify,
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or extend the internal protocol logic [3]. Such implementations
are typically delivered as binary Software Development Kits
(SDKs) or firmware images; access to the underlying source
code is rarely granted even under research licence agreements.

Table 2 summarises five prominent commercial implemen-
tations reported in the literature. Cohda Wireless has been in-
strumental in early large-scale V2X field deployments, and its
v2xlib facilities layer provides a mature set of “Day One” co-
operative awareness and hazard notification services. From a
software accessibility perspective, deployments typically rely on
vendor-provided binaries and Application Programming Inter-
faces (API), with limited source-level modifiability for protocol
research.

Commsignia occupies a complementary niche, targeting
infrastructure deployments where the stack runs on either
standard Linux or automotive Real-Time Operating Systems
(RTOS). Its role as an information distributor within Vehicle-
to-Infrastructure-to-Vehicle (V2I2V) architectures has been
evaluated in the context of Multi-access Edge Computing
(MEC)-integrated C-ITS trials [58]. Notably, the Commsignia
software environment enforces a read-only file system on
production units, precluding installation of compilers or package
managers and thereby rendering on-device customisation
impractical for research purposes.

Marben V2X differentiates itself through portability and
specialised ASN.1 processing. Its OS-agnostic C++ codebase
has been used in interoperability campaigns to validate cross-
border operation between heterogeneous OEM platforms. [59]

Unex, through its V2Xcast SDK, adopts a firmware-
offloading strategy in which the GeoNetworking and BTP
protocols are encapsulated within a set of pre-configured
“Casters”, allowing application developers to bypass proto-
col header management while benefiting from deterministic,
hardware-accelerated message dispatch.

Lacroix City targets Road-Side Unit (RSU) deployments
with a focus on Traffic Light Controller (TLC) integration and
infrastructure-cooperative services.

A unifying limitation across all five commercial implemen-
tations is their closed-source code nature, which prevents re-
searchers from conducting protocol-level investigations or modi-
fying generation rules for advanced “Day Two” services. While
these stacks fulfil safety certification requirements for production
deployment, this opacity creates a structural barrier to the kind
of iterative experimentation required by the research community.

3.2. Open-Source Implementations
The research community’s need for protocol transparency,

layer-level customisability, and reproducible experimentation
has driven the development of several open-source ETSI C-ITS
software stacks. These frameworks serve a dual purpose: they
act as standardisation test-beds against which novel protocol pro-
posals can be validated, and they provide the practical substrate
for simulation-based and Hardware-in-the-Loop (HiL) studies.
Table 3 presents a structured feature comparison of the principal
open-source implementations alongside V2X FlexStack.

Vanetza is the most widely adopted open-source implemen-
tation of the ETSI C-ITS protocol suite. Written in C++11,

it provides a standards-compliant realisation of the GeoNet-
working, BTP, security, and management layers, together with
Release 1 facilities layer (CA Basic Service, DEN Service). Its
prominence stems primarily from its integration into the Artery
simulation framework [60], which provides Vanetza-based pro-
tocol models for OMNeT++ and SUMO-coupled vehicular net-
work simulations. Researchers have leveraged this combination
to study the channel load implications of Cooperative Aware-
ness, Collective Perception and Maneuver Coordination ser-
vices, yielding quantitative insights into the congestion dynam-
ics of Release 2 deployments. However, Vanetza’s coupling
to the Artery simulator constitutes a practical constraint for
deployment-oriented research: while the library can, in princi-
ple, be compiled against real hardware, its primary development
trajectory and community support are oriented towards simula-
tion, and significant engineering effort is required to adapt it for
bare-metal OBU deployment.

OpenC2X was conceived as an experimental prototyping
platform for IEEE 802.11p (ITS-G5) services running on stan-
dard Linux systems [61]. Rather than providing a complete
stack, OpenC2X focuses on the facilities layer, offering rapid
message-generation and dissemination capabilities that have
been exploited in cooperative perception experiments integrating
V2X with autonomous driving stacks such as Autoware. The Au-
toC2X extension of this framework bridges OpenC2X with the
Autoware autonomous driving pipeline, enabling infrastructure-
sensed objects to be communicated to approaching vehicles as
CPM payloads. Field evaluations reported end-to-end cooper-
ative perception latencies of approximately 100 ms, a perfor-
mance regime suitable for non-safety-critical situational aware-
ness applications. Crucially, however, OpenC2X implements
neither GeoNetworking nor BTP internally, and it does not pro-
vide an integrated ETSI security layer; instead, these functions
must be delegated to external modules. This architectural choice
simplifies rapid application prototyping at the cost of full stan-
dards compliance.

ms-van3t (Multi-Stack VANET framework for ns-3) pro-
vides an integrated C++ environment for the virtual validation
of V2X communications across heterogeneous access technolo-
gies, including IEEE 802.11p, LTE-V2X, and 5G NR-V2X [62].
Its defining feature is the ability to evaluate the same ETSI
C-ITS application logic (CAM, DENM, CPM) against multi-
ple physical-layer models within a single ns-3 simulation cam-
paign, without modifying the application code. Support for HiL
configurations further enables hybrid studies in which physical
OBUs communicate with high-density simulated traffic. While
ms-van3t includes a complete GeoNetworking and BTP imple-
mentation, it does not incorporate the ETSI security layer, and
its exclusive dependence on the ns-3 simulator precludes de-
ployment on physical hardware without substantial architectural
refactoring.

etsi_its_msgs occupies a distinct functional niche: rather
than implementing the full ETSI C-ITS stack, it provides a Robot
Operating System (ROS 2) interface for encoding, decoding, and
relaying ETSI C-ITS messages between an external physical
stack and the ROS 2 middleware [63]. This design makes it well-
suited for robotics and autonomous driving integration scenarios
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Table 2: Evaluation of Proprietary Commercial ETSI C-ITS Implementations

Provider Deployment Platform Primary Purpose Release Academic/Evaluation Context

Cohda Wireless MKx Series (SDK) Production Safety R1/R2 simTD; US Safety Pilot
Commsignia Linux/RTOS (Read-only) Infrastructure R1/R2 MEC-integrated V2I2V Trials
Marben V2X OS-Agnostic Source Interoperability R1/R2 5GCAR; 5GCroCo Projects
Unex (V2Xcast) SOM352EC (Firmware) Multi-RAT Routing R1 vehicleCAPTAIN Security Study
Lacroix City Linux/RTOS (Read-only) Infrastructure/TLC R1 PRISSMA Test Campaigns

Note: Commercial stacks are typically closed-source binaries, preventing research into protocol-level modifications.

Table 3: Feature Matrix of Open-Source ETSI C-ITS Implementations

Stack Name Language Platform Primary Focus GN BTP Security Release Capability-
Limitation

Vanetza C++11 Artery Simula-
tor

Network Simu-
lation

✓ ✓ ✓ R1 Simulation-bound

OpenC2X C/Python Standard
Linux

Experimental — — — R1 Facilities-only focus

ms-van3t C++ ns-3 Frame-
work

Virtual Valida-
tion

✓ ✓ — R1/R2 ns-3 specific only

etsi_its_msgs C++/Python ROS/ROS 2 Bridging/Logging — — — R2 Message-bridging
only

V2X FlexStack
(Py)

Python Independent Rapid Proto-
typing

✓ ✓ ✓ R2 Comprehensive R2
Stack

V2X FlexStack
(Rust)

Rust Independent Production /

Embedded
✓ ✓ ✓ R2 Comprehensive R2

Stack
✓: Full standard implementation; —: Not implemented or requires external modules.

Note: V2X FlexStack is the only standalone open-source library providing a modular SAP-based architecture with comprehensive Release 2 Facilities support
(including the CA, DEN, VRU Awareness, CPS, MCS, and Infrastructure services) available in both a Python implementation optimised for rapid research prototyping

and a Rust implementation targeting production and embedded deployments.

in which ROS 2 is the primary computation framework, but
it cannot function as a standalone V2X stack. It is inherently
dependent on an external implementation for GeoNetworking,
BTP, and security processing.

The comparative analysis of these implementations reveals a
common architectural tension: frameworks optimised for simu-
lation fidelity (Vanetza, ms-van3t) tend to have constrained path-
ways to hardware deployment, while frameworks designed for
rapid application prototyping (OpenC2X, etsi_its_msgs) sacri-
fice full-stack completeness. No existing open-source alternative
simultaneously satisfies comprehensive Release 2 Facilities sup-
port, hardware independence, and deployment-ready operation
on physical V2X equipment. V2X FlexStack addresses this gap
through two complementary implementations: a Python version
optimised for rapid research prototyping and iterative proto-
col experimentation, and a Rust version targeting performance-
critical and embedded deployments on resource-constrained
OBU hardware, as evaluated in Section 8.

4. V2X FlexStack Implementation

Unlike traditional monolithic protocol stack designs, the
V2X FlexStack implementation adopts a modular, event-driven
architecture that enables rapid prototyping and research flexi-
bility. The primary implementation is written in Python [5, 6]

to prioritize adaptability, while a companion Rust implementa-
tion [7, 8] targets higher processing efficiency and embedded
deployments. Together, both implementations realise the ETSI
C-ITS standard through a hierarchical arrangement of loosely
coupled components. This section details the architectural deci-
sions governing the main functional blocks: the abstraction of
the physical medium, the routing logic, and the context-aware
facilities layer.

4.1. Architectural Pattern and Service Access Points

The core design philosophy of the V2X FlexStack relies on
the concept of strictly defined SAPs between layers, facilitating
vertical interoperability while maintaining horizontal isolation.
Each layer operates as an independent entity that communicates
via standardized primitives: Requests (downstream data flow)
and Indications (upstream data flow).

To manage the complexity of asynchronous V2X events
(e.g., reception of messages, GPS updates), V2X FlexStack
utilizes a callback-based mechanism. Lower layers, such as the
Link Layer or GeoNetworking, do not block execution; instead,
they trigger registered callback functions in the upper layers
upon packet reception, ensuring a non-blocking, reactive system
behavior essential for real-time vehicular communications.
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4.2. Access Layer and Hardware Abstraction

A critical challenge in V2X research is the heterogeneity
of radio hardware. The V2X FlexStack addresses this by im-
plementing the LinkLayer as an abstract base class, effectively
applying the Strategy Pattern [64] to decouple the upper protocol
stack from the underlying physical medium.

This hardware abstraction allows the GeoNetworking layer
to remain agnostic to the specific access technology. The library
provides specialized implementations for distinct deployment
scenarios:

• RawLinkLayer: This implementation enables trans-
mission and reception of ETSI C-ITS packets at the
MAC layer for IEEE 802.11p (ITS-G5) and raw Ethernet
workflows. It interfaces directly with Linux raw sockets
(PF_PACKET), bypassing the TCP/IP stack to inject and
capture Ethernet frames carrying the GeoNetworking
EtherType (0x8947). It supports both OCB interfaces
and virtual Ethernet pairs for controlled laboratory and
simulation environments.

• PythonCV2XLinkLayer: This implementation in-
terfaces V2X FlexStack with Qualcomm C-V2X PC5
hardware for native sidelink communication. It bridges the
Python runtime and the Qualcomm Telematics SDK[65]
through a custom C++ extension (cv2xlinklayer),
handling low-level 3GPP PC5 procedures such as flow
instantiation and resource scheduling while exposing a
uniform Python API to the upper ETSI layers.

4.3. Network and Transport Orchestration

The Network and Transport layers are orchestrated through
dedicated router components: the GN Router and BTP Router.

The GN Router implements the routing logic defined in
ETSI EN 302 636-4-1 (Release 1 European Norm [66]), which
constitutes the confirmed normative baseline for GeoNetworking.
Release 1 and Release 2 GeoNetworking norms share the same
wire format and packet header structure; they are functionally
identical for all communication scenarios used in practice and
are fully interoperable on the air interface. Where applicable,
additional provisions from the Release 2 Technical Specifica-
tion [31] have been incorporated. Consequently, the GN Router
operates correctly in mixed Release 1/2 deployments and was
confirmed interoperable with both characterisations during the
field trials described in Section 7. It relies on a MIB for con-
figuration, which defines the properties of the ITS station (i.e.,
Station Type, GN Address). The GN Router integrates with a
Location Service, configured either as a static source or a dy-
namic GPSD feed, to maintain the Ego Position Vector, which is
critical for geographical addressing strategies such as GBC and
SHB.

Stacked directly above is the BTP Router, which acts as a
lightweight multiplexer. Following [34], the BTP Router dis-
criminates incoming packets based on destination ports (e.g.,
2001 for CAM, 2002 for DENM) and dispatches them to the
appropriate Facilities service via the registered indication call-
backs.

4.4. Facilities Layer and Context Management

In contrast to simpler implementations that treat the Facilities
layer merely as a message encoder/decoder, the V2X FlexStack
integrates the LDM as the central coordination component of
the ITS station.

The LDM serves as a dynamic database that validates and
stores information contained in incoming C-ITS messages based
on spatial and temporal criteria. It implements [40, 41], offering
query and subscription interfaces. This allows applications to
subscribe to specific events (e.g., "notify me when a CAM from
a distinct station ID is received") rather than polling for data,
significantly reducing computational overhead.

The specific facilities services, such as the Cooperative
Awareness (CA) Basic Service and the Decentralized Environ-
mental Notification (DEN) Service, function as dual entities:

1. Data Consumers: They process incoming BTP packets,
decoding ASN.1 payloads (using the asn1tools Python
library) and updating the LDM.

2. Data Providers: They trigger message generation based
on transmission management rules (e.g., changing posi-
tion or time intervals for CAMs as enforced in [35]).

Furthermore, the V2X FlexStack incorporates support for
the VRU Awareness Service [45], extending the architecture
to support VRUs (pedestrians, cyclists) through specific data
providers and handling of VAM messages.

4.5. Security Integration

Security is implemented as a cross-layer service following
ETSI TS 103 097 [51] and the ETSI ITS PKI framework [52,
67]. The SignService integrates with the GeoNetworking router
to wrap outgoing packets in SignedData structures before trans-
mission, and the corresponding verification logic unwraps and
validates inbound packets before delivery to the Facilities layer.

Both the Python and Rust implementations provide a com-
plete realisation of the ETSI TS 103 097 security layer. Specifi-
cally, both implementations support:

• ECDSA-P256 signing and verification of outgoing
and incoming C-ITS messages, conforming to IEEE Std
1609.2 and ETSI TS 103 097 SignedData encoding;

• Authorisation ticket (AT) management: digest-mode
operation (8-byte AT digest appended to every packet) and
full certificate-mode operation (186-byte AT certificate
included at least once per second), as mandated by the CA
Basic Service;

• Certificate chain validation: verification of the full cer-
tificate chain from the AT to the Enrolment Authority
(EA) and Root CA, including certificate expiry and re-
gion/application permissions checks;

• ETSI TS 103 097 header serialisation and deserial-
isation: Ieee1609Dot2Data SignedData/EncryptedData
COER encoding, including the HashedId8 signer identifier
and the EcdsaP256Signature fields;
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• Modular cryptographic backends: software ECDSA-
P256 (Python cryptography/OpenSSL; Rust p256
crate) or delegation to a hardware cryptographic API
(e.g., Qualcomm Telematics SDK on the Cohda MK6),
enabling seamless integration of an HSM without changes
to the upper stack.

ECIES-P256 encryption for point-to-point secure messaging
(ETSI TS 103 097 EncryptedData) is implemented in the Python
stack; the Rust counterpart exposes the required interface but
full end-to-end encrypted message exchange over a deployed
PKI remains as validation work. All other ETSI TS 103 097
functions listed above are fully implemented and exercised in
the performance evaluation of Section 8.

It is important to distinguish between the security layer’s
functional correctness—validated through byte-level COER en-
coding checks (Wireshark dissector analysis against reference
captures), the performance benchmarks of Section 8, and two-
unit over-the-air C-V2X measurements on the Cohda MK6—and
cross-vendor security wire-format interoperability, which has
not yet been validated against a third-party implementation. The
scope of the security interoperability validation and an explicit
delineation of what remains as future work are provided in Sec-
tion 7.4.

5. Deployment Options

The V2X FlexStack is designed to operate across a broad
range of deployment environments, spanning from bare-metal
V2X hardware running the Rust implementation to general-
purpose computing platforms and cloud infrastructure running
the Python implementation. This section describes three prin-
cipal deployment categories: i) V2X-specific hardware deploy-
ments, ii) non-V2X-specific hardware deployments, and iii)
cloud deployments. For each category, the relevant LinkLayer
abstraction (introduced in Section 4.B) and the corresponding
protocol architecture are discussed, together with the associ-
ated trade-offs in terms of performance, configurability, and
deployment complexity.

5.1. V2X-Specific Hardware Deployment
V2X-specific hardware deployments represent the closest

approximation to production-grade C-ITS systems. The primary
advantage of this approach is direct access to the V2X physical
layer operating in the ITS-dedicated 5.9 GHz spectrum, which
yields the lowest possible radio latency and full compliance with
the ETSI C-ITS channel access procedures. The main limita-
tions are the cost of specialized hardware and the complexity of
interfacing with low-level, vendor-specific APIs.

The architecture is expected to run on a Single-Board Com-
puter (SBC) equipped with V2X-specific Network Interface
Cards (NICs) and, optionally, an HSM. The V2X FlexStack is
deployed above the physical-layer SDK (e.g., the aforemen-
tioned Qualcomm Telematics SDK), interfaced through the
PythonCV2XLinkLayer for C-V2X PC5 sidelink access or the
RawLinkLayer for IEEE 802.11p OCB access, as detailed in
Section 6. As illustrated in Fig. 2, once the link-layer interface

is established, the full ETSI C-ITS protocol stack operates with-
out modification regardless of the underlying radio technology,
which is the primary benefit of the LinkLayer abstraction. This
deployment category is most appropriate for field trials, interop-
erability testing, and any scenario in which standard-compliant
V2X channel access is required.

5.2. Non-V2X-Specific Hardware Deployments

Non-V2X-specific hardware deployments constitute the
most common configuration during application development,
prototyping, and debugging, as they eliminate the dependency
on specialised radio hardware. Any device capable of running
the Python or Rust V2X FlexStack implementation (including
laptops, desktop computers, and general-purpose SBCs) is
a valid host platform. The principal mechanism through
which this flexibility is achieved is the LinkLayer abstraction
described in Section 4: by substituting the underlying link-layer
implementation interfacing with the radio hardware, the upper
protocol stack remains unchanged.

Beyond the RawLinkLayer and PythonCV2XLinkLayer de-
scribed in Section 4, the V2X FlexStack provides four additional
LinkLayer implementations tailored to IP-based transport:

• ServerTCPLinkLayer and ClientTCPLinkLayer: these
implementations establish a TCP server and client socket,
respectively, and tunnel ETSI C-ITS messages (including
their GeoNetworking and BTP headers) over TCP con-
nections. The TCP transport provides reliable, ordered
delivery and is particularly suitable for development envi-
ronments where packet loss must be excluded as a source
of error.

• ServerUDPLinkLayer and ClientUDPLinkLayer: anal-
ogous to the TCP variants, these implementations use
UDP sockets. UDP preserves the connectionless, best-
effort semantics that are more representative of the V2X
radio channel and introduces lower overhead, at the cost
of potentially losing or reordering packets.

These TCP and UDP LinkLayer variants open two important
avenues. First, they enable the V2X FlexStack to be used in
edge-cloud scenarios where C-ITS messages must be tunnelled
through standard IP networks. For instance, when an RSU for-
wards received V2X messages to a remote processing server
over a backhaul link. Second, they allow the complete ETSI
C-ITS protocol stack, including GeoNetworking’s geographical
addressing and BTP’s port-based multiplexing, to be exercised
over TCP/IP infrastructure, which is valuable for security re-
search and for use cases that require end-to-end GeoNetworking
semantics independently of the access technology.

As illustrated in Fig. 3, multiple protocol paths are available
depending on the target environment.

The left-hand paths use the TCP or UDP LinkLayer imple-
mentations. In this case, Facility-layer messages are encapsu-
lated within BTP and GeoNetworking headers and then trans-
ported as payloads of UDP or TCP segments, which are carried
over IPv4.
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Figure 2: FlexStack protocol architecture options for V2X-specific hardware deployments.

On the other side, the right-hand path uses the RawLin-
kLayer: by binding a raw PF_PACKET socket to a standard Eth-
ernet or Wi-Fi interface, the V2X FlexStack injects Ethernet
frames carrying GeoNetworking and BTP payloads directly at
Layer 2 broadcasting to the MAC address FF:FF:FF:FF:FF:FF
to replicate V2X broadcast semantics. This path requires a
Linux-based operating system with sufficient privileges, but pro-
vides the most lightweight and highest-performance non-V2X
option, as no additional networking layers are traversed.

The choice of path should be governed by the application
requirements: the RawLinkLayer is recommended whenever
Layer 2 broadcast semantics are needed and a Linux host is
available; the TCP or UDP LinkLayer variants are appropriate for
client-server topologies, multi-hop Internet forwarding, or cross-
platform deployments where raw socket access is unavailable.

5.3. Cloud Deployments

Cloud deployments extend the non-V2X-specific hardware
model to infrastructure hosted on public or private cloud plat-
forms, where C-ITS messages must traverse the public Internet.
In this context, the TCP and UDP LinkLayer implementations
described above serve as the foundation; however, traversal of
multiple network address translators (NATs) and enterprise fire-
walls typically requires the use of application-layer protocols
such as HTTP/WebSockets or MQTT to ensure reliable message
delivery. Relying solely on raw UDP or TCP may result in pack-
ets being silently dropped by intermediate network equipment.

Once the networking path is established through application-
layer tunnelling, the cloud instance runs a standard V2X FlexS-
tack deployment that is functionally identical to the non-V2X
hardware case. The cloud environment is particularly suited
to use cases that are computationally intensive or that require
the aggregation of data from a large number of distributed ITS
stations:

• LDM aggregation: Each vehicle or roadside unit con-
tributes observations to its own LDM; cloud deployments
can aggregate these distributed LDMs into a centralised or
federated database, enabling High Definition (HD) map
generation and global situational awareness.

• Machine Learning inference: Algorithms for object de-
tection, trajectory prediction, and cooperative perception
demand computing resources that routinely exceed those
available on embedded V2X SBCs. Cloud deployments
offload this processing while retaining standardised ETSI
C-ITS message interfaces at the application boundary.

• VRU protection via smartphone connectivity: As dis-
cussed in Section 9, smartphones equipped with 4G/5G
connectivity cannot access the V2X radio channel directly.
A cloud V2X FlexStack instance acts as a gateway, re-
ceiving VAM messages from smartphone clients over
HTTP/WebSockets and forwarding them as compliant
V2X messages to roadside infrastructure, and vice versa.

From an infrastructure perspective, cloud deployments differ
from the previous two categories in that computing resources are
not physically constrained. This makes virtualisation practical:
container-based tools (e.g., Docker) combined with orchestra-
tion platforms (e.g., Kubernetes) enable high availability, hori-
zontal autoscaling, rolling updates, and dataset replication for
resilience. These properties are essential for large-scale deploy-
ments in which the failure of a single processing node must not
interrupt the V2X service.

6. V2X Hardware Compatibility

A key requirement for any V2X protocol stack is portability
across heterogeneous V2X radio hardware. The V2X FlexStack
addresses this requirement through its modular LinkLayer ab-
straction, which enables the upper layers (GeoNetworking and
Facilities) to remain agnostic to the underlying physical inter-
face. This section describes the integration strategies adopted
for three distinct hardware categories: open-source Linux-based
drivers (IEEE 802.11p), chipset-specific C++ SDKs (C-V2X
Implementation), and proprietary commercial stacks.

6.1. IEEE 802.11p Implementation on Commercial Atheros
Hardware

To validate the portability of V2X FlexStack on open plat-
forms, we utilized the Compex WLE200NX network interface
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Figure 3: FlexStack protocol architecture options for non-V2X-specific hardware deployments.

card, based on the Qualcomm Atheros AR9280 chipset. While
the Linux kernel has supported OCB operation mode since ver-
sion 3.19 via the mac80211 subsystem, commercial off-the-shelf
hardware drivers typically enforce regulatory restrictions that
disable the ITS-G5 frequency band (5.855–5.925 GHz) and 10
MHz channel bandwidths.

To enable fully compliant IEEE 802.11p communica-
tion, we modified the ath9k kernel driver and the wireless
regulatory database. These modifications involve patching
common-init.c to define ITS-G5 center frequencies (channels
170 to 184) and updating the Central Regulatory Domain Agent
(CRDA) to permit transmission at 5.9 GHz.

Once the kernel is patched, the V2X FlexStack utilizes the
RawLinkLayer to attach a raw packet socket (PF_PACKET) to
the interface. The initialization of the OCB interface is per-
formed via a specific sequence of iw commands. First, the
physical interface is disabled to allow mode changes. A vir-
tual OCB interface is then instantiated using sudo iw dev
wlan0 interface add ocb0 type ocb. Following the con-
figuration of the custom regulatory domain (e.g., sudo iw reg
set ES), the interface is brought up and tuned to the Control
Channel (CCH) using sudo iw dev ocb0 ocb join 5900
10MHZ, effectively exposing a standard Linux network interface
to the user space application.

6.2. C-V2X PC5 Implementation on Qualcomm Chipsets via
Telematics SDK

For C-V2X support, the V2X FlexStack targets Qualcomm
MDM9150 and SA515M chipsets. These platforms utilize the
user-space aforementioned Qualcomm Telematics SDK (telux),
which provides a C++11 API incompatible with direct Python
calls. The V2X FlexStack implements a high-performance inter-
operability bridge (cv2xlinklayer.so) compiled directly on
the target architecture using pybind11.

• Bridge Architecture: The integration library acts as mid-
dleware. It instantiates the telux ICv2xRadioManager
and handles asynchronous callbacks natively in C++

to minimize overhead, while exposing a simplified
send/receive interface to the Python environment.

• SPS Flow Management: Unlike 802.11p, C-V2X Mode
4 requires strict resource reservation. The V2X FlexS-
tack implements the initialization sequence to comply
with 3GPP Release 14/15 standards. Upon confirming
the SERVICE_AVAILABLE status, the stack initializes a
SPS flow using createTxSpsFlow. The SpsFlowInfo
is configured with priority level 2 (PRIORITY_2) and a
periodicity of 100 ms to guarantee deterministic resources
for periodic messages like CAMs. Once the flow is es-
tablished, the V2X FlexStack sends and receives packets
through the C++ bridge built with pybind11. When the
upper layers require packet transmission, the C++ bridge
is called directly from Python; conversely, incoming pack-
ets trigger Python callbacks from C++.

6.3. Integration with Commercial Third-Party Stacks: The Unex
Case

While previous implementations rely on the V2X FlexStack
to execute the Network and Transport layers, many chipsets do
not allow direct packet injection at the LinkLayer and instead
require the use of vendor-specific SDKs. This is the case for the
Unex SOM352EC module (Autotalks chipset). Compatibility of
the V2X FlexStack with this module was validated by integrating
it with the Unex SDK.

• Architectural Substitution: In this configuration, the
Unex SDK (V2Xcast) internally implements the GeoNet-
working and BTP layers. The V2X FlexStack adapts to
this constraint by replacing its default BTPRouter with
a specialized UnexRouter on the V2X FlexStack side.
This configuration demonstrates V2X FlexStack’s ability
to operate in a “hybrid offloading” mode, in which lower-
layer processing is delegated to the firmware while Python
retains control of the Facilities and Application layers.
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• Service Mapping: The Unex SDK abstracts message
flows through pre-configured “Casters”, which gen-
erate the corresponding BTP and GN headers. The
UnexRouter, implemented as a derived class of the
V2X FlexStack BTPRouter, allows this abstraction to
be used transparently by the Facilities-layer Python
classes. Internally, the router maps ETSI BTP ports to
pre-configured Caster IDs (e.g., CAM messages using
BTP port 2001 are mapped to Caster ID 1, while DENM
messages using BTP port 2002 are mapped to Caster ID
2). The Unex SDK requires C-based development, and
integration with Python is achieved using Pybind11.

Legal and Regulatory Notice

Operation in the ITS-dedicated 5.9 GHz frequency band is
subject to national regulatory authorisation. The ath9k driver
modifications and the C-V2X PC5 sidelink configurations de-
scribed in this section are provided solely for research and evalu-
ation purposes. Any over-the-air transmission in the C-ITS band
must be conducted using equipment that is type-approved or oth-
erwise certified under the applicable national framework (e.g.,
ETSI EN 302 571 in Europe, FCC Part 95 in the United States).
Users are responsible for consulting their national telecommuni-
cations authority and ensuring full compliance with applicable
radio spectrum regulations before conducting any transmission.

7. Interoperability

A key requirement for the acceptance of any new V2X stack
implementation is its ability to exchange standard-compliant
messages with the broader ecosystem of deployed hardware and
software. In practice, closed-source code or proprietary PKI
infrastructures often prevent the establishment of fully secured
communication sessions in field evaluation environments. Con-
sequently, the interoperability assessments reported in this work
were conducted without the security layer, relying instead on un-
secured ETSI GeoNetworking and BTP frames. This approach
reflects common practice in pre-deployment research trials and
does not affect the validity of the protocol-conformance evalua-
tion at the network, transport, and facilities layers.

7.1. Interoperability over C-V2X (LTE-PC5)

The V2X FlexStack has been evaluated for C-V2X PC5 inter-
operability against three commercial implementations in a con-
trolled field environment: Cohda Wireless (MKx series), Comm-
signia (ITS-OB4-C), and Lacroix City RSU units. Each repre-
sents a distinct deployment class, embedded OBU, production-
grade ITS station, and infrastructure RSU, respectively, and
collectively spans the range of equipment encountered in Euro-
pean road trial campaigns [58].

In all three test configurations, the V2X FlexStack success-
fully exchanged CAM and DENM messages with the commer-
cial counterpart. CAMs generated by V2X FlexStack were
correctly decoded by all three remote stations, and reciprocally,
CAMs and DENMs originating from the commercial hardware
were parsed and delivered to the V2X FlexStack application

layer without error. The absence of any message loss attributable
to encoding non-conformance confirms that the V2X FlexStack’s
ASN.1 serialisation and GeoNetworking header construction are
fully aligned with the ETSI C-ITS Release 1 wire format, fully
compatible with Release 2, as implemented by the established
industry players.

Beyond CAM and DENM, additional Facilities-layer mes-
sage families that are implemented by the commercial coun-
terparts, including SPATEM, MAPEM, CPM, and VAM, were
also exercised during the interoperability campaign. In all eval-
uated cases, V2X FlexStack successfully encoded and parsed
these messages with the same commercial platforms, further
validating cross-vendor interoperability at the Facilities layer.

7.2. Interoperability over ITS-G5 (IEEE 802.11p)

Interoperability over IEEE 802.11p was assessed using the
ath9k hardware compatibility stated in section 6. The counter-
part in these trials was a set of stations running Vanetza [60]
with the same hardware configuration (ath9k). Vanetza is the
most widely validated open-source ETSI C-ITS implementa-
tion, which served as the reference implementation for protocol
conformance.

Bidirectional message exchange was achieved seamlessly:
the V2X FlexStack nodes successfully received and decoded
GeoNetworking Beacons and CAM payloads from Vanetza-
based machines, and Vanetza correctly processed CAMs and
DENMs transmitted by the V2X FlexStack over the ath9k
link layer. The successful interoperation across both the net-
work (GeoNetworking) and transport (BTP-B) layers under real
802.11p channel conditions further corroborates the standards-
conformance of the V2X FlexStack’s protocol implementation
[68].

7.3. Discussion

The combined results across two distinct access technolo-
gies and four independent third-party implementations, three
commercial and one open-source, establish that V2X FlexStack
produces and consumes ETSI C-ITS messages that are indistin-
guishable, at the wire level, from those of production hardware.
This finding is significant because it demonstrates that the archi-
tectural choices made in V2X FlexStack, message processing,
SAP-defined layer boundaries, and a pluggable link-layer ab-
straction, do not introduce any protocol non-conformance. The
stack can therefore participate in heterogeneous V2X deploy-
ments without requiring modifications to any co-existing node,
which is a prerequisite for its use in real-world cooperative driv-
ing trials.

7.4. Security Wire-Format Scope and Limitations

All cross-vendor interoperability tests described in Sec-
tions 7.1 and 7.2 were conducted without the ETSI-ITS security
layer, following standard practice in research trial campaigns
where private PKI infrastructures and certificate provisioning
from independent Certificate Authorities (CAs) are prerequisites
for live secured exchange. For completeness, the scope of
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the security wire-format validation actually undertaken is
characterised below.

What has been validated. The ETSI TS 103 097 [51]
Ieee1609Dot2Data SignedData header encoding implemented
in both the Python and Rust FlexStack security layers has been
systematically verified using the ETSI C-ITS Wireshark dis-
sector against reference packet captures, confirming byte-level
conformance of the COER-encoded header structure, Hashe-
dId8 signer identifier fields, and EcdsaP256Signature encod-
ing. The performance benchmark campaign of Section 8 fur-
ther exercises the complete signed-packet path under sustained
load: each “secured” data point represents tens of thousands
of sign-and-transmit cycles per run, with the resulting pack-
ets correctly re-parsed by the same stack’s verification pipeline,
constituting a comprehensive self-consistency test of the full seri-
alise→ sign→ transmit→ receive→ verify cycle. Additionally,
the two-unit over-the-air Cohda MK6 benchmark exercises the
secured C-V2X PC5 path under real radio conditions, producing
and consuming ETSI-ITS-Security-wrapped packets over the
air via the Qualcomm Telematics SDK, confirming end-to-end
secured operation at the hardware level.

What has not been validated. Cross-vendor security mes-
sage exchange (that is, packets signed by the V2X FlexStack
security layer being successfully verified by a third-party ETSI-
ITS security implementation, or vice versa) has not been demon-
strated. No interoperability test at the ETSI TS 103 097 wire
level has been conducted against Vanetza’s security module [60]
or against the security stacks embedded in the commercial hard-
ware used in the field trials (Cohda, Commsignia, Lacroix).
Equally, integration with an operational ETSI ITS CPKI for en-
rolment, authorisation ticket issuance, and certificate revocation
has not been validated.

This constitutes an acknowledged limitation. The stack’s
security implementation is specification-conformant at the en-
coding level and self-consistent under sustained load, but cross-
vendor PKI interoperability is a prerequisite for full production
deployment in the European C-ITS corridor infrastructure. A
software-to-software test against the Vanetza [60] security im-
plementation represents the most accessible next step, since both
stacks are publicly available and no hardware PKI infrastructure
is required. This validation is identified as a near-term priority
in the future work outlined in Section 10.

8. Performance Evaluation

This section presents a comprehensive performance evalu-
ation of the V2X FlexStack across three hardware platforms
and three software configurations, covering both unsecured and
ETSI-ITS-Security-enabled modes. The evaluation pursues two
objectives. The primary objective is to establish whether the
software stack itself constitutes a throughput bottleneck relative
to the practical capacity of the C-V2X PC5 physical layer. The
secondary objective, equally important for real deployments, is
to quantify the performance cost imposed by software ETSI-
ITS security (ECDSA-P256 signing and verification) and to
identify conditions under which a dedicated Hardware Secure
Module (HSM) becomes operationally necessary.

8.1. Experimental Setup

Experiments were conducted on three hardware platforms.
Platform A (Laptop) is an Intel Core i7-1185G7 workstation
(11th-Gen Tiger Lake, 4 cores / 8 threads, 3.0 GHz base /
4.8 GHz boost, AVX-512 + AVX2 + AES-NI, 12 MiB L3,
16 GiB LPDDR4, Linux x86_64). Platform B (RPi5) is a
Raspberry Pi 5 (Broadcom BCM2712, Cortex-A76 quad-core
at 2.4 GHz, 8 GiB LPDDR4X), a modern single-board com-
puter representative of high-end embedded automotive SoCs;
the Cortex-A76 micro-architecture delivers substantially higher
instructions-per-cycle throughput than the Cortex-A53 found in
earlier embedded boards. Platform C (Cohda MK6) is a commer-
cial Cohda Wireless MK6 C-V2X On-Board Unit equipped with
a dedicated C-V2X PC5 radio module (Qualcomm SA515M
C-V2X modem, 3GPP R15) and an NXP i.MX 8 application
processor (800 MHz, 1 GiB SDRAM, Ubuntu LTS). Unlike
Platforms A and B, which measure software throughput over the
loopback interface on tx tests and ethernet interface on rx tests,
Platform C runs the rust-cv2x specialised build of the Rust
FlexStack that interfaces directly with the Cohda C-V2X radio
API via the Qualcomm Telematics SDK, enabling end-to-end
over-the-air measurements on real commercial C-V2X hard-
ware without any simulation or emulation. Transmission (TX)
benchmarks are conducted on a single MK6 unit; Reception
(RX) benchmarks use two Cohda MK6 units placed in the same
physical environment, one transmitting at maximum rate, one
receiving and processing the incoming stream. No HSM is used;
all ECDSA signing and verification operations are executed
entirely in software using the native Rust p256 crate.

Three software configurations are evaluated on Platforms A
and B: CPython 3.13, PyPy 3.11, and the Rust stable release com-
piled with cargo build –release and link-time optimisation
(LTO) enabled. CPython is the canonical Python interpreter exe-
cuting programs through a stack-based bytecode engine; PyPy
employs a tracing just-in-time (JIT) that compiles frequently
executed hot paths to native machine code at runtime; Rust com-
piles ahead-of-time (AOT) to native machine code with full static
optimisation and strict memory-safety guarantees. Platform C
only evaluates the Rust FlexStack (rust-cv2x), as the Cohda
radio driver interface requires a native binary and its processing
capacity is much more limited.

For every platform–implementation–security combination,
30 independent 60-second measurement runs are performed
after a warm-up phase (15 s for PyPy, 5 s for CPython and
Rust). Reported statistics per cell: mean ± standard deviation
(SD) and coefficient of variation (CV%). Cells with CV > 5%
are flagged as high-variability. In addition to throughput, per-
operation processing latency is recorded throughout each run
as the wall-clock duration from the CA Basic Service trigger
to the loopback/radio write call completion; the median (p50)
and 99th-percentile (p99) latencies are reported in Section 8.7.
The CPU governor is set to performance, turbo boost is dis-
abled on the laptop, and processes are pinned to two dedicated
cores (taskset -c 2,3) at real-time priority (chrt -f 50)
to minimise scheduling jitter. The ETSI 100-ms CAM rate lim-
iter is disabled and vehicle-dynamics fields are randomised to
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suppress constant-folding optimisations. The complete bench-
marking suite, including all measurement scripts and raw results,
is publicly available at [69].

8.2. Physical-Layer Reference Capacities
To establish the reference upper bound against which our

experimental results will be assessed, we first characterise the
C-V2X PC5 channel capacity and its operational constraints.

We assume a standard channel configuration comprising
10 RBs per sub-channel: 8 RBs allocated to the Transport Block
(TB) and 2 RBs for the Sidelink Control Information (SCI).
We further assume that the physical layer is configured with
16-QAM at a coding rate of approximately 0.47, corresponding
to a Transport Block Size Index of ITBS = 11. Under this
configuration, a single sub-channel can carry up to 1 608 bits
across its 8-RB TB; aggregating two consecutive sub-channels
yields a capacity of 3 624 bits over an 18-RB TB, and three
consecutive sub-channels support up to 5 736 bits over a 28-RB
TB [70].

The C-V2X PC5 sidelink resource grid is organised in sub-
frames of 1 ms duration. A 20 MHz channel provides 100 RBs
per subframe, accommodating up to 10 sub-channels simulta-
neously. Assuming all transmitted packets fit within a single
sub-channel, this yields a hard physical ceiling of 10 000 PPS.
Congestion control is governed by the DCC state machine de-
fined in [71], which targets a Channel Busy Ratio (CBR) not
exceeding 0.68. Applying this CBR target to the physical ceiling
gives an operational ceiling of 0.68×10,000 = 6,800 PPS. When
the measured CBR exceeds the 0.60–0.65 threshold, the DCC
enforces strict transmission rate reduction; above the 0.80–0.875
range, the permitted channel occupancy drops to near zero [71,
72].

Secured references (packet-size dependent). The ITS security
header and certificate formats are defined in [51]. Unlike a single
fixed reference, the wire length of a secured CAM varies with
the ETSI C-ITS format mandated by the Security Layer and the
CA Basic Service, yielding three operationally distinct packet
sizes.

Digest mode (192 bytes, ceiling: 6 800 PPS). When the
sender’s complete Authorization Ticket (AT) certificate has been
emitted within the preceding second, the payload is extended
with an ECDSA-P256 signature block and an 8-byte AT digest,
yielding a wire size of 192 bytes (1 536 bits). Since this fits
within the 1 608-bit capacity of a single sub-channel, the consid-
ered operational ceiling is 6,800 PPS.

Digest mode is the dominant packet format at high transmis-
sion rates (approaching 10 Hz), as the standard requires only
one certificate-bearing packet per second.

Certificate mode (approx. 370 bytes, ceiling: 3 400 PPS).
ETSI security rules mandate that the full 186-byte AT certifi-
cate replace the 8-byte digest at least once per second. This
yields a wire size of 192 − 8 + 186 = 370 bytes (2 960 bits),
which exceeds the single sub-channel capacity of 1 608 bits
and therefore requires two consecutive sub-channels (capable of
bearing up to 3 624 bits). Since only half as many double-width
packets fit per subframe, the hard physical ceiling is halved to

5 000 PPS and the operational ceiling reduces proportionally
to 0.68 × 5,000 = 3,400 PPS. In practice, however, certificate-
bearing packets occur at most once per second, so their impact
on the sustained throughput ceiling is negligible.

Full CAM, certificate plus low-frequency container
(571 bytes, ceiling: 2 040 PPS). The CA Basic Service
additionally mandates inclusion of the low-frequency container
at least once per second. This 201-byte structure carries the vehi-
cle’s exterior dimensions, exterior lights status, and path history.
When the full certificate and the low-frequency container coin-
cide in the same packet, as required whenever their respective
1 Hz obligations fall within the same transmission interval, the
total wire size reaches 370 + 201 = 571 bytes (4 568 bits). This
exceeds the two sub-channel capacity of 3 624 bits, requiring
aggregation of three consecutive sub-channels (capable of
bearing up to 5 736 bits). Since only three such packets fit
per subframe, the hard physical ceiling drops to 3 000 PPS,
and applying the CBR target yields an operational ceiling of
0.68 × 3,000 = 2,040 PPS.

Unsecured reference (99 bytes, ceiling: approx 6 800 PPS,
conservatively derived). The benchmarked unsecured CAMs
carry only the high-frequency container (no low-frequency con-
tainer, no certificate field), yielding a measured wire size of
99 bytes (792 bits). Since each packet fits within a single sub-
channel, the operational ceiling derived above of 6,800 PPS
applies directly.

Although a single sub-channel can transport up to 1 608 bits,
only 792 bits are consumed in this case, leaving significant
headroom. A tighter channel configuration (i.e., fewer RBs per
sub-channel) could improve spectral efficiency for unsecured
traffic; however, such a configuration would be suboptimal for
secured CAM transmission. We therefore retain the 10-RB
sub-channel configuration throughout, which constitutes a con-
servative assumption for the unsecured case.

Transmission-rate sensitivity. The CA Basic Service transmits
CAMs at rates between 1 Hz and 10 Hz. At a sending rate f Hz,
one packet per second carries the maximum 571-byte payload
(certificate + low-frequency container) while the remaining ( f −
1) packets use the 192-byte digest format, yielding a mean wire
length of:

ℓ̄( f ) = 192 +
379

f
bytes, f ∈ [1, 10] Hz. (1)

At maximum rate ( f = 10 Hz), ℓ̄ ≈ 230 bytes; nine of every
ten packets fit in a 10-RB sub-channel and the effective channel
capacity remains near 6 800 PPS. At minimum rate ( f = 1 Hz),
every CAM must carry certificate and low-frequency container,
giving ℓ̄ = 571 bytes and an effective ceiling of approximately
2 040 PPS. This approximately threefold variation in effective
channel capacity across the ETSI-mandated 1–10 Hz transmis-
sion range is a direct consequence of the ITS security and CA Ba-
sic Service standards, and must be considered when evaluating
the adequacy of any stack’s secured throughput.
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8.3. Full-Stack TX Benchmark Throughput

The TX benchmark measures end-to-end CAM generation
rate through the complete protocol stack (CA Basic Service→
BTP→ GeoNetworking SHB→ loopback / C-V2X interface)
with the ETSI rate limiter disabled and vehicle-dynamics fields
randomised.

8.3.1. Unsecured TX
Table 4 summarizes the unsecured TX results.
Platform A (Laptop). PyPy 3.11 leads at 76 598 CAMs/s

(11.3× the 6 800-PPS reference, ±710), benefiting from its trac-
ing JIT generating near-optimal x86-64 machine code for the
CAM-generation hot path. Rust reaches 44 730 CAMs/s (6.6×,
±244) and CPython 3.13 13 641 CAMs/s (2.0×, ±145). All
three exceed the physical-layer reference by large margins, con-
firming that the software stack is not a bottleneck for unsecured
transmission on a general-purpose workstation.

Platform B (RPi5). The Cortex-A76 delivers strong
throughput: Rust achieves 34 073 CAMs/s (5.0×, ±216) and
CPython 3.13 12 570 CAMs/s (1.8×, ±80), both below the
updated laptop results. The laptop’s AVX-512 vectorisation
capabilities and higher boost frequency produce a clear advan-
tage for integer-intensive ASN.1 encoding. PyPy 3.11 records
a nominal mean of 31 926 CAMs/s but with CV = 10.9%
(±3 480), the highest variability in the dataset, reflecting JIT
recompilation bursts and load-dependent thermal scaling on the
RPi5. The conservative 95%-CI lower bound (30 626 CAMs/s,
4.5×) still substantially exceeds the reference.

Platform C (Cohda MK6). The Rust-cv2x build achieves
4 706 CAMs/s (±93, 0.69× the reference). This rate represents
the software stack’s packet-generation capacity when interfacing
with the Cohda radio API; the actual over-the-air C-V2X trans-
mission rate is governed by the physical layer, not the software.
The MK6 stack generates packets 470× faster than the ETSI
maximum per-node CAM rate of 10 CAMs/s. The gap below
6 800 PPS is attributable to the additional serialisation overhead
of the Cohda radio API compared with the POSIX loopback
socket used on Platforms A and B.

8.3.2. Secured TX
When ETSI-ITS security is enabled, every outgoing CAM

must be ECDSA-P256 signed before transmission. The impact
on throughput is severe across all implementations. The bench-
mark generates 192-byte digest-mode packets, whose physical-
layer ceiling is 6 800 PPS, identical to the unsecured reference.
The bottleneck is therefore entirely computational: ECDSA sign-
ing capacity alone limits secured TX throughput, not channel
bandwidth. No implementation reaches the 6 800-PPS ceiling.
Rust on the laptop leads at 4 950 CAMs/s (0.73×, ±13), and
is the only implementation to exceed the 3 400-PPS cert-mode
sub-ceiling, meaning it can sustain certificate-bearing packet pro-
duction at the channel rate without having to rely on specialized
hardware like an HSM. PyPy 3.11 reaches 1 752 CAMs/s (0.26×,
±13) and CPython 3.13 1 174 CAMs/s (0.17×, ±16). On the
RPi5, Rust achieves 2 387 CAMs/s (0.35×), while PyPy 3.11 and
CPython 3.13 both reach approximately 1 060 CAMs/s (0.16×).

Table 4: Full-stack CAM TX benchmark throughput (CA Service→ BTP→
GeoNet→ loopback / C-V2X interface, ETSI rate limiter disabled). Unsec. rel.:
ratio to the 6 800-PPS unsecured reference. Sec. rel.: ratio to the 6 800-PPS
digest-mode reference.

Impl. Plat. Unsecured Secured

CAMs/s Rel. CV% CAMs/s Rel. CV%

PyPy 3.11 Laptop 76 598 11.3× 0.9 1 752 0.26× 0.8
CPython 3.13 Laptop 13 641 2.0× 1.1 1 174 0.17× 1.4
Rust Laptop 44 730 6.6× 0.5 4 950 0.73× 0.3

PyPy 3.11† RPi5 31 926 4.7× 10.9 1 052 0.15× 0.6
CPython 3.13 RPi5 12 570 1.8× 0.6 1 065 0.16× 0.5
Rust RPi5 34 073 5.0× 0.6 2 387 0.35× 0.1

Rust-cv2x MK6 4 706 0.69× 2.0 472 0.069× 0.3

Unsec. ref.: 6 800 PPS (C-V2X PC5, 20 MHz, CBR≤68%)
Sec. ref.: 6 800 PPS (digest-mode, 192-byte packets; cert-bearing ≈370-byte packets face 3 400-PPS sub-ceiling)
†High variability (CV = 10.9%); CI lower bound 4.5× ref.

On the MK6, Rust-cv2x achieves 472 CAMs/s (0.069×), still
47× above the ETSI per-node 10-CAMs/s maximum. All se-
cured rates are dominated by the software ECDSA signing over-
head; see Section 8.6 for a detailed analysis.

8.4. Full-Stack RX Benchmark Throughput

The RX benchmark measures end-to-end CAM reception
and processing rate through the complete receive path (C-V2X
interface/network socket → GeoNetworking SHB → BTP →
CA Basic Service decoder) with incoming packets supplied by
an external transmitter running at maximum injection rate. Un-
like the TX and codec benchmarks, which exercise fully process-
controlled loopback paths, the RX benchmark delivers packets
over a real hardware network interface. For Platform A (Laptop),
an external host transmits at full rate while the laptop receives
and processes all frames through the full FlexStack pipeline.
For Platform B (RPi5), an external host injects packets at full
rate over a dedicated Gigabit Ethernet link while the RPi5 runs
the complete receive pipeline. For Platform C (Cohda MK6),
the two-unit configuration described in Section 8.1 is used: one
MK6 transmits at its physical-layer maximum while the second
runs the rust-cv2x receive path exclusively.

On the interpretation of flagged RX cells. The cells in Table 5
with CV > 5% are: CPython 3.13 on the laptop unsecured
(CV = 5.1%, N = 30), PyPy 3.11 on the laptop unsecured
(CV = 5.3%, N = 30), Rust on the RPi5 unsecured (CV = 6.7%,
N = 30), and Rust-cv2x MK6 secured (CV = 8.7%, N =
30). All are attributable to hardware-interface arrival-process
variance: NIC interrupt coalescing on the laptop and the RPi5
Gigabit Ethernet link, and over-the-air C-V2X radio scheduling
jitter on the MK6, introduce variance that is absent from the
process-controlled loopback TX and codec benchmarks. The
reported means are reliable point estimates; the moderate CV
values confirm that the underlying FlexStack behaviour is stable.

8.4.1. Unsecured RX
Table 5 summarizes the results.
Platform A (Laptop). Rust achieves 19 597 RX CAMs/s

(2.88× the 6 800-PPS reference, ±310, CV = 1.6%), reflecting
the low per-packet overhead of the native Rust receive path.
PyPy 3.11 achieves 16 958 CAMs/s (2.49×, ±900, CV = 5.3%‡,
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N = 30), also comfortably exceeding the physical-layer refer-
ence. CPython 3.13 achieves 11 669 RX CAMs/s (1.72×, ±600,
CV = 5.1%‡), confirming that the Python decode pipeline is
also not a bottleneck for unsecured single-stream reception.

Platform B (RPi5). Rust achieves 30 102 RX CAMs/s
(4.43×, ±2 013, CV = 6.7%‡), the highest unsecured RX
throughput across all platforms, demonstrating the Cortex-
A76’s efficient packet-processing pipeline. PyPy 3.11 achieves
15 945 CAMs/s (2.34×, ±280, CV = 1.8%), comfortably
exceeding the reference. CPython 3.13 achieves 11 864 CAMs/s
(1.74×, ±41, CV = 0.3%). At 10 CAMs/s per neighbour, Rust,
PyPy, and CPython can simultaneously receive from ≈3 010,
≈1 595, and ≈1 186 unsecured neighbours respectively.

Platform C (Cohda MK6). The Rust-cv2x unsecured RX
achieves 1 426 CAMs/s (0.21×, ±25, CV = 1.7%, N = 30). The
low CV confirms stable over-the-air reception in the two-unit test
configuration; the rate reflects the over-the-air packet delivery
throughput in the shared C-V2X channel, which is governed by
the physical layer and not by the transmitting unit’s software
packet-generation rate of 4 706 CAMs/s. At the ETSI-mandated
per-node maximum of 10 CAMs/s, 1 426 CAMs/s corresponds
to simultaneous unsecured reception from ≈143 neighbours.

8.4.2. Secured RX
When ETSI-ITS security is active, every received CAM

requires ECDSA-P256 signature verification before delivery to
the application layer, severely constraining throughput.

Platform A (Laptop). CPython 3.13 achieves 189 se-
cured RX CAMs/s (0.028×, ±3, CV = 1.4%) and PyPy 3.11
reaches 198 CAMs/s (0.029×, ±3, CV = 1.4%). The near-parity
between PyPy and CPython mirrors the isolated security-
benchmark finding (Section 8.6): the Python cryptography
library dispatches to C-extension OpenSSL code for ECDSA
verification, which the JIT cannot accelerate. Rust achieves
3 163 secured RX CAMs/s (0.47×, ±28, CV = 0.9%), signifi-
cantly higher than the Python implementations. While software
ECDSA throughput remains a bottleneck, Rust’s efficient
concurrent verification pipeline maximizes hardware utilisation.
At 10 CAMs/s per neighbour, Python implementations support
a maximum of ≈18–19 simultaneously transmitting secured
neighbours; Rust supports ≈316.

Platform B (RPi5). Rust achieves 1 469 secured RX CAMs/s
(0.22×, ±8, CV = 0.5%), supporting ≈147 secured neighbours.
CPython 3.13 reaches 159 CAMs/s (0.023×, ±1, CV = 0.6%)
and PyPy 3.11 achieves only 110 CAMs/s (0.016×, ±0,
CV = 0.3%), notably below CPython, extending the A76
ranking inversion (CPython > PyPy) observed in the isolated
security benchmarks to the full-stack RX pipeline (Section 8.6).
At 10 CAMs/s per neighbour, CPython supports ≈15 and PyPy
≈11 secured neighbours.

Platform C (Cohda MK6). The MK6 secured RX achieves
116 CAMs/s (0.017×, ±10, CV = 8.7%, N = 30), the lowest
rate in the dataset. The slightly elevated CV reflects the com-
pound effect of over-the-air radio scheduling jitter and variable
ECDSA verification processing times; the low mean confirms
that software cryptography is the binding constraint regardless of
the radio platform. At 10 CAMs/s per neighbour, 116 CAMs/s

Table 5: Full-stack standalone RX throughput (external transmitter→ C-V2X in-
terface / socket → GeoNet → BTP → CA decoder). RX/s: mean ± standard
deviation (SD). Rel.: ratio to the 6 800-PPS reference. ‡Moderately elevated
CV (>5%) driven by hardware-interface arrival-process variance (see text).

Impl. Plat. Sec. RX/s CV% Rel.

CPython 3.13 Laptop off 11 669 ± 600 5.1‡ 1.72×
PyPy 3.11 Laptop off 16 958 ± 900 5.3‡ 2.49×
Rust Laptop off 19 597 ± 310 1.6 2.88×

CPython 3.13 Laptop on 189 ± 3 1.4 0.028×
PyPy 3.11 Laptop on 198 ± 3 1.4 0.029×
Rust Laptop on 3 163 ± 28 0.9 0.47×

CPython 3.13 RPi5 off 11 864 ± 41 0.3 1.74×
PyPy 3.11 RPi5 off 15 945 ± 280 1.8 2.34×
Rust RPi5 off 30 102 ± 2 013 6.7‡ 4.43×

CPython 3.13 RPi5 on 159 ± 1 0.6 0.023×
PyPy 3.11 RPi5 on 110 ± 0 0.3 0.016×
Rust RPi5 on 1 469 ± 8 0.5 0.22×

Rust-cv2x MK6 off 1 426 ± 25 1.7 0.21×
Rust-cv2x MK6 on 116 ± 10 8.7‡ 0.017×

Ref.: 6 800 PPS (C-V2X PC5, 20 MHz, CBR≤68%)
‡ CV >5% due to hardware-interface arrival-process variance (see text).

supports at most ≈11 simultaneously transmitting secured neigh-
bours, critically inadequate for any realistic C-V2X deployment
scenario (see Section 8.6).

8.5. CAM Codec Throughput

The codec benchmark isolates the UPER ASN.1 encode and
decode operations from the full stack (no GeoNetworking, BTP,
or network I/O). Table 6 summarizes the results.

Platform A (Laptop). Rust decodes at 347 421 CAMs/s
(51.1× the unsecured reference, ±3 244) and encodes at
99 503 CAMs/s (14.6×). PyPy 3.11 encodes at 100 485 CAMs/s
(14.8×), marginally above Rust by about 1%, while PyPy
decodes at 111 795 CAMs/s (16.4×). CPython 3.13 encodes at
26 450 CAMs/s (3.9×) and decodes at 36 704 CAMs/s (5.4×).

Platform B (RPi5). Encode rates fall below laptop re-
sults: Rust 58 607 CAMs/s (8.6×), PyPy 53 581 CAMs/s (7.9×),
CPython 21 827 CAMs/s (3.2×). Decode rates are similarly
reduced: Rust 196 505 CAMs/s (28.9×), PyPy 65 344 CAMs/s
(9.6×), CPython 31 567 CAMs/s (4.6×); the laptop’s AVX-512
instruction set provides a clear advantage for the UPER bitfield-
parsing workload across all three implementations. CPython on
the RPi5 (encode 21 827, decode 31 567) falls below CPython
on the laptop (encode 26 450, decode 36 704), reflecting the
laptop’s AVX-512 vectorisation advantage for the UPER bitfield-
intensive workload.

Platform C (Cohda MK6). Rust-cv2x encodes at
7 913 CAMs/s (1.2×) and decodes at 26 875 CAMs/s (3.9×).
Both rates exceed the physical-layer reference, confirming codec
processing is not a bottleneck on the MK6. The encode/decode
ratio (≈3.4× faster to decode) is due to the rasn UPER decoder
skipping absent optional fields at near-zero cost, while the
encoder must serialise all mandatory fields unconditionally.

The strong Rust decode advantage, 347 k (laptop) and 197 k
(RPi5), is especially relevant for RSU roadside deployments,
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Table 6: CAM UPER ASN.1 Codec Throughput (encode / decode in isolation,
no network I/O). Rel.: ratio to the 6 800-PPS unsecured reference.

Impl. Plat. Encode Decode

CAMs/s Rel. CV% CAMs/s Rel. CV%

PyPy 3.11 Laptop 100 485 14.8× 1.0 111 795 16.4× 0.8
CPython 3.13 Laptop 26 450 3.9× 1.0 36 704 5.4× 0.9
Rust Laptop 99 503 14.6× 0.6 347 421 51.1× 0.9

PyPy 3.11 RPi5 53 581 7.9× 0.9 65 344 9.6× 0.6
CPython 3.13 RPi5 21 827 3.2× 0.7 31 567 4.6× 0.4
Rust RPi5 58 607 8.6× 0.1 196 505 28.9× 0.1

Rust-cv2x MK6 7 913 1.2× 1.1 26 875 3.9× 1.0

Reference: 6 800 PPS (C-V2X PC5, 20 MHz, CBR≤68%)

where the primary workload is dense multi-node reception:
simultaneously decoding incoming CAMs from hundreds of
OBUs.

8.6. Security Layer Performance and Hardware Secure Module
Implications

8.6.1. ECDSA sign and verify benchmarks
Table 7 reports the isolated ECDSA-P256 sign and verify

rates (in-memory, no network I/O). Figure 4 visualises the
comparison across platforms and implementations. All three
platforms use the same native Rust p256 crate (compiled
AOT with LTO) for ECDSA operations. Platforms A and B
additionally evaluate CPython and PyPy using the Python
cryptography/OpenSSL C-extension.

Sign rates. Rust achieves 5 026 sign/s on the laptop (0.74×
the 6 800-PPS digest-mode reference), the only implementation
to exceed the 3 400-PPS cert-mode sub-ceiling, and 2 401 sign/s
on the RPi5 (0.35×). On the laptop, PyPy 3.11 achieves
1 933 sign/s versus CPython’s 1 340 sign/s (1.4× advantage), as
the JIT generates tighter dispatch code around the OpenSSL
C-extension call. On the RPi5, however, the ranking inverts:
CPython reaches 1 167 sign/s versus PyPy’s 1 109 sign/s. Since
both runtimes ultimately invoke the same OpenSSL C-extension,
the result is dominated by steady-state C-extension throughput;
on the A76, the JIT’s additional interpreter overhead, without a
compensating native-code payoff on the short signing hot path,
yields a marginal net disadvantage. On the MK6, Rust-cv2x
achieves 572 sign/s (0.084×).

Verify rates. Verification is substantially slower than signing
for the Python implementations: CPython achieves 190 verify/s
on the laptop (vs. 1 340 sign/s, a 7.1× asymmetry) and 158 ver-
ify/s on the RPi5. PyPy shows 219 verify/s (laptop) and 122 ver-
ify/s (RPi5). On the laptop PyPy leads CPython (219 vs. 190),
but on the RPi5 the ranking inverts (CPython 158 vs. PyPy 122),
consistent with the sign-rate observation: on the A76 the JIT
adds overhead that does not recoup itself for a workload entirely
bottlenecked on a single C-extension call. ECDSA-P256 verifi-
cation requires two elliptic-curve scalar multiplications versus
one for signing; the Python C-extension invocation overhead am-
plifies this asymmetry. Rust is far less affected: 3 017 verify/s on
the laptop (0.44×; ratio 1.7× worse than sign) and 1 455 verify/s

Table 7: ECDSA-P256 security layer benchmark (sign / verify, in-memory,
no network I/O). Rel.: ratio to the 6 800-PPS digest-mode C-V2X operational
reference.

Impl. Plat. Sign Verify

ops/s Rel. ops/s Rel.

PyPy 3.11 Laptop 1 933 0.28× 219 0.032×
CPython 3.13 Laptop 1 340 0.20× 190 0.028×
Rust Laptop 5 026 0.74× 3 017 0.44×

PyPy 3.11 RPi5 1 109 0.16× 122 0.018×
CPython 3.13 RPi5 1 167 0.17× 158 0.023×
Rust RPi5 2 401 0.35× 1 455 0.21×

Rust-cv2x MK6 572 0.084× 338 0.050×

Reference: 6 800 PPS (digest-mode, C-V2X PC5, 20 MHz, CBR≤68%)
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Figure 4: ECDSA-P256 sign and verify throughput (log scale). (a) Laptop:
Python implementations achieve <2 000 sign/s and <220 verify/s, far below
the 6 800-PPS digest-mode reference (dashed line), regardless of CPython vs.
PyPy. Rust sign (5 026 ops/s) is the only implementation to exceed the 3 400-
PPS cert-mode sub-ceiling; verify (3 017 ops/s) remains below the digest-mode
reference. (b) RPi5: the CPython/PyPy ranking reverses on the A76, CPython
(1 167 sign/s) outperforms PyPy (1 109 sign/s), and similarly for verify (158 vs.
122 verify/s), suggesting the JIT gains no benefit over dispatching to the same
OpenSSL C-extension. Verify remains critically low for both Python runtimes.
Dashed line: 6 800-PPS digest-mode reference.

on the RPi5 (0.21×), consistent with the expected algorithmic
ratio. The MK6 achieves 338 verify/s (0.050×).

8.6.2. Limitation analysis
The results reveal three distinct operational limitation

regimes.
(1) Unsecured software stack is not a bottleneck. On Plat-

forms A and B, all unsecured implementations exceed the 6 800-
PPS reference on both TX and RX paths. TX rates range from
CPython 3.13/RPi5 at 1.8× to PyPy 3.11/Laptop at 11.3×; RX
rates range from CPython 3.13/Laptop at 1.72× to Rust/RPi5 at
4.43×. Even on the MK6, the Rust-cv2x TX rate (4 706 CAMs/s)
provides 470× headroom over the ETSI per-node maximum. The
software stack does not constitute a throughput bottleneck for
unsecured V2X operation on any tested platform.

(2) Software ECDSA signing limits secured TX through-
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put. The bottleneck for secured transmission is the sign op-
eration. The 192-byte digest-mode packets generated by the
benchmark share the same 6 800-PPS physical-layer ceiling as
unsecured traffic; only once per second does a certificate-bearing
packet impose the lower 3 400-PPS cert-mode sub-ceiling, and
worst-case 1-Hz operation drops to ≈2 040 PPS when certifi-
cate and low-frequency container coincide (Section 8.2, Eq. 1).
No implementation reaches the 6 800-PPS ceiling: Rust on the
laptop achieves 4 950 CAMs/s in full-stack secured TX (0.73×;
isolated sign rate: 5 026 sign/s, 0.74×) and is the only imple-
mentation to also clear the 3 400-PPS cert-mode sub-ceiling.
All other implementations and the Rust FlexStack on the RPi5
(0.35×) and MK6 (0.084×) fall well below the 6 800-PPS ceiling,
making software ECDSA the dominant bottleneck regardless of
sending rate.

(3) ECDSA verification is the critical bottleneck for in-
coming secured packets in Python. The standalone secured
RX benchmark (Table 5) confirms that the verify rate, not the
network interface, limits authenticated CAM processing for
the Python implementations. They achieve only 189–198 se-
cured RX CAMs/s on the laptop and 110–159 CAMs/s on
the RPi5, supporting at most ≈11–19 secured neighbours at
10 CAMs/s, critically inadequate for dense urban intersections
with 50–100 active vehicles, regardless of platform or Python in-
terpreter. On the RPi5, CPython 3.13 (159 CAMs/s) outperforms
PyPy 3.11 (110 CAMs/s), extending the Cortex-A76 ranking in-
version to the full-stack RX pipeline. In contrast, Rust’s efficient
concurrent verification pipeline raises the standalone secured
RX rate to 3 163 CAMs/s (≈316 secured neighbours) on the lap-
top and 1 469 CAMs/s (≈147 neighbours) on the RPi5. While
software ECDSA remains the primary bottleneck across all lan-
guages, Rust’s native multi-threading mitigates this limitation
far better than Python. On the MK6, however, software ECDSA
limits secured RX to 116 CAMs/s (CV = 8.7%), supporting
only ≈11 secured neighbours, which remains the most critical
deployment gap identified in this evaluation.

8.6.3. Hardware Secure Module rationale
The ETSI-ITS architecture explicitly anticipates delega-

tion of ECDSA operations to a dedicated Hardware Secure
Module (HSM), a tamper-resistant cryptographic co-processor
that implements the ETSI PKI credential management proto-
col and performs signing and verification in dedicated logic,
isolating private keys from the application processor [52,
67]. Automotive cryptographic co-processors span a wide
performance range: general-purpose secure elements (e.g.,
Microchip ATECC608, NXP SE050) achieve approximately
100–500 ECDSA-P256 ops/s, while dedicated automotive
HSM cores targeting EVITA-Medium and EVITA-High pro-
files achieve 1 000–10 000+ ops/s, all at sub-millisecond
per-operation latency and meeting ISO 21434 and UN R155
automotive cybersecurity requirements.

Integrating an HSM into the V2X FlexStack deployment
pipeline would eliminate the cryptographic bottlenecks identified
in limitations (2) and (3) above.

• Secured TX: Hardware signing at ≥6 800 ops/s restores

all platforms, including the MK6, to the full 6 800-PPS
digest-mode channel capacity; even an HSM rated at
≥3 400 ops/s meets the cert-mode sub-ceiling, ensuring
compliant certificate-bearing packet production on all plat-
forms.

• Secured RX: Hardware verification at ≥6 800 ops/s re-
places the software secured RX rates of 110–198 CAMs/s
in Python and 116 CAMs/s on the MK6 with hardware-
rate operation, enabling all platforms to authenticate in-
coming secured CAMs at the full 6 800-PPS channel ca-
pacity and support hundreds of simultaneously transmit-
ting secured neighbours.

• Hardware key isolation: Private authorisation-ticket
keys never leave the HSM boundary, providing hardware-
enforced protection that software-only implementations
cannot achieve regardless of performance.

This analysis demonstrates that, for production V2X deploy-
ments requiring ETSI-ITS security, the V2X FlexStack software
architecture is correct and capable, but must be paired with an
HSM for the security layer. The software stack’s unsecured
performance margins on Platforms A and B (1.8×–11.3× over
the physical-layer reference in TX) ensure that the remaining
protocol-stack overhead, once cryptography is offloaded, will be
negligible on all tested platforms.

8.7. Processing Latency Analysis

8.7.1. Scope and ETSI timing budget
Safety-critical C-ITS applications impose strict up-

per bounds on protocol-stack processing time per mes-
sage. [35] mandates CAM generation intervals between
TGenCamMin = 100 ms and TGenCamMax = 1,000 ms; the stack
must therefore complete one full encode-and-transmit cycle
well within this budget for the software layer to be non-limiting.
The latencies reported in this section are software processing
latencies: the wall-clock duration from the CA Basic Service
CAM trigger (encompassing vehicle-dynamics field generation,
UPER ASN.1 encoding, BTP/GeoNetworking header construc-
tion, and ECDSA-P256 signing where security is enabled) to the
completion of the write call to the loopback socket or radio in-
terface. They do not include radio-channel access time (HARQ
scheduling, resource reservation, SCI encoding), over-the-air
propagation, or upstream sensor/event-detection delays; those
components are hardware- and channel-load-dependent and
lie outside the scope of a software-stack evaluation. What the
measurements establish is that the stack processing contribution
to the end-to-end application-to-air latency budget is negligible.

8.7.2. Per-CAM TX processing latency
Table 8 reports p50 and p99 processing latency for all

platform–implementation–security combinations in the TX
benchmark.

Unsecured TX. Unsecured processing latency is uniformly
sub-millisecond on all platforms. PyPy 3.11 achieves the lowest
laptop latency, with p50/p99 of 12.0/19.8 µs. Rust achieves
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20.5/32.9 µs on the laptop and 28.7/33.5 µs on the RPi5; the
tight p50–p99 spread on the RPi5 (4.8 µs) reflects the fully deter-
ministic AOT-compiled execution path with no JIT warmup
or garbage-collection pauses. On the RPi5, PyPy requires
30.1/51.8 µs. CPython 3.13 requires 72.5/78.5 µs on the laptop
and 79.0/86.7 µs on the RPi5. On the MK6, the Cohda radio API
path adds serialisation overhead relative to POSIX loopback,
raising p50/p99 to 193/390 µs, still more than 256× below the
ETSI 100 ms budget.

Secured TX. ECDSA-P256 signing dominates secured
TX latency. The native Rust p256 crate achieves p50/p99 of
183/489 µs on the laptop and 415/423 µs on the RPi5; the tight
distribution on the RPi5 (8 µs p50–p99 spread) demonstrates the
A76’s deterministic timing for fixed-length ECC scalar multipli-
cation. Python implementations exhibit both higher latency and
greater spread: CPython 3.13 requires 849.9/923.6 µs (p50/p99)
on the laptop and PyPy 3.11 requires 551.7/821.2 µs (p50/p99),
with the JIT providing only a 1.5× reduction consistent with
the throughput findings of Section 8.6 (OpenSSL C-extension
calls are not JIT-optimised). On the RPi5, CPython 3.13
and PyPy 3.11 converge to 926–938 µs (p50) and 1,015–
1,129 µs (p99), with tight distributions reflecting the A76’s
consistent execution timing. On the MK6, the native Rust
p256 crate requires 2 003.7/4 842.2 µs (p50/p99); the higher
latency relative to Platforms A and B reflects the MK6’s more
constrained CPU.

ETSI timing budget headroom. The worst observed p99
processing latency across the entire dataset is 4,842 µs (MK6
secured TX), representing 4.8% of TGenCamMin. For native Rust
on the laptop, the secured p99 is 489 µs, consuming less than
0.5% of the budget. For native Rust on the RPi5, the secured
p99 is 423 µs, also below 0.5%. The remaining 95–99.5% of
TGenCamMin is available for radio-channel access and propaga-
tion, components that are entirely determined by the channel
conditions and physical-layer scheduler, not by the software
stack.

The per-packet ECDSA verification latency directly bounds
the rate at which incoming secured CAMs can be authenticated,
as analyzed in Sections 8.4 and 8.6: the safety implication for
software-based verification in Python is not a CAM-generation
timing violation (as latency remains within the 100 ms budget)
but a severe constraint on the number of simultaneously trusted
neighbours.

8.7.3. Per-CAM RX processing latency
Table 9 reports the per-packet receive-pipeline processing

latency for all platform–implementation–security combinations,
measured as the wall-clock duration from socket read start to
CA decoder delivery, encompassing GeoNetworking SHB de-
multiplexing, BTP dispatch, and UPER CAM decoding. For
secured operation, the ECDSA-P256 verification call is included
in the timed path.

Unsecured RX. Per-packet decode latency is sub-
millisecond on all platforms. Rust achieves 3.0/5.7 µs (laptop,
p50/p99) and 4.8/9.1 µs (RPi5), consistent with the deterministic
AOT-compiled receive path and the absence of GC pauses. PyPy
reaches 8.4/19.0 µs on the laptop and 19.7/36.1 µs on the RPi5.

Table 8: Per-CAM full-stack TX processing latency: median (p50) and 99th-
percentile (p99) in µs, measured from CA Basic Service trigger to loopback/radio
write call completion. Secured latency includes ECDSA-P256 signing. ETSI
EN 302 637-2 TGenCamMin = 100,000 µs.

Impl. Plat. Unsecured (µs) Secured (µs)

p50 p99 p50 p99

PyPy 3.11 Laptop 12.0 19.8 551.7 821.2
CPython 3.13 Laptop 72.5 78.5 849.9 923.6
Rust Laptop 20.5 32.9 182.9 488.8

PyPy 3.11 RPi5 30.1 51.8 926.4 1 129.3
CPython 3.13 RPi5 79.0 86.7 938.1 1 014.9
Rust RPi5 28.7 33.5 414.9 423.1

Rust-cv2x MK6 193.1 389.9 2 003.7 4 842.2

Max. observed p99: 4 842.2 µs = 4.8% of ETSI TGenCamMin (100 000 µs).

Table 9: Per-CAM full-stack RX processing latency: median (p50) and 99th-
percentile (p99) in µs, measured from socket read start to CA decoder delivery.
Secured values include ECDSA-P256 verification in the timed path. ETSI
EN 302 637-2 TGenCamMin = 100,000 µs.

Impl. Plat. Unsecured (µs) Secured (µs)

p50 p99 p50 p99

PyPy 3.11 Laptop 8.4 19.0 4 972.8 5 867.1
CPython 3.13 Laptop 31.2 39.5 5 287.0 5 509.8
Rust Laptop 3.0 5.7 353.4 448.9

PyPy 3.11 RPi5 19.7 36.1 8 964.1 9 178.5
CPython 3.13 RPi5 33.4 35.7 6 296.0 6 398.0
Rust RPi5 4.8 9.1 695.4 706.7

Rust-cv2x MK6 51.4 124.8 59.9 245.8

Max. RX p99: 9 178.5 µs = 9.2% of ETSI TGenCamMin (100 000 µs).

CPython requires 31.2/39.5 µs (laptop) and 33.4/35.7 µs (RPi5).
On the MK6, the additional Cohda radio-API deserialization
overhead raises per-packet latency to 51.4/124.8 µs, still more
than 800× below TGenCamMin.

Secured RX. Rust processes individual packets in
353.4/448.9 µs (laptop) and 695.4/706.7 µs (RPi5), reflecting
the cryptographic overhead of the native p256 verification
path. Python runtimes show substantially elevated per-packet
pipeline latency due to the synchronous ECDSA verification
overhead: CPython requires 5 287.0/5 509.8 µs (laptop) and
6 296.0/6 398.0 µs (RPi5); PyPy requires 4 972.8/5 867.1 µs
(laptop) and 8 964.1/9 178.5 µs (RPi5). The elevated PyPy RPi5
secured latency (8 964.1 µs p50 vs. CPython’s 6 296.0 µs) mir-
rors the throughput ranking inversion discussed in Sections 8.4
and 8.6: on the Cortex-A76, JIT dispatch overhead to the
OpenSSL C-extension adds latency without throughput benefit.
On the MK6, per-packet latency rises to 59.9/245.8 µs under
secured operation.

All RX processing latencies, including the 9 ms peak in
Python, remain well within the ETSI TGenCamMin budget. The
throughput constraint for authenticated reception (limitation (3))
arises from the ECDSA verification rate, not from a per-packet
latency violation.
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9. Deployment Experience

This section reports real-world deployment experience from
European research projects in which V2X FlexStack served as
the communication platform. The purpose is to demonstrate the
practical versatility of the stack across heterogeneous application
domains, deployment architectures, and access technologies,
rather than to provide a controlled experimental evaluation with
baseline comparisons. Quantitative Key Performance Indicators
(KPI) evaluations for each deployment (message delivery ratios,
end-to-end latency distributions and reception statistics) are
reported in the dedicated peer-reviewed publications cited in
each subsection.

9.1. COOPERATIVE MANEUVERING

As previously mentioned, the Maneuver Coordination Ser-
vice (MCS) is still undergoing standardization and does not yet
have a fully defined MCM. This poses challenges for implement-
ing real-world use cases with these messages. Prior studies have
modified and customized draft specifications to test cooperative
algorithms in simulated environments. To address the need for
a flexible MCS implementation, V2X FlexStack has facilitated
development, allowing customization and deployment in real
test tracks.

A representative application of this service is an urban
unsignalized intersection use case [73], where MCM mes-
sages support vehicle coordination and ensure the safety of
surrounding VRUs. In this scenario, two vehicles approach the
intersection on perpendicular paths, arriving simultaneously,
and require coordination to cross efficiently. Furthermore, to
address the VRU protection use case, a pedestrian crossing the
same intersection is included, increasing complexity, as the
MCS must account for the VRU’s priority while optimizing
vehicle maneuvers. This scenario was implemented and tested
on Applus+ IDIADA’s test tracks, providing a controlled
environment to evaluate both the MCS and the cooperative
algorithms.

This implementation was evaluated experimentally under
real-world conditions, unlike prior studies that rely primarily on
simulations. The test tracks feature 5G connectivity at the in-
tersection, along with C-V2X infrastructure, including an RSU
covering the intersection and vehicles equipped with OBUs,
enabling direct performance comparisons between communica-
tion technologies such as 5G and C-V2X. Beyond the current
MCM standardization draft, the implementation introduces sev-
eral enhancements, including priority values assigned based on
vehicle intentions and modifications that allow VRUs to transmit
both VAM and MCM messages to share their planned trajectory.
These adaptations were readily developed and deployed using
V2X FlexStack. Multiple scenarios were analyzed to assess
MCS performance in coordinating the unsignalized intersection.
Two architectural approaches were considered: a centralized
system, with the MCS running in a Traffic Management Center,
and a decentralized system, based on direct vehicle-to-vehicle
coordination. Different priority coordination strategies were also
evaluated, including scenarios in which an emergency vehicle

receives higher priority, requiring surrounding vehicles to adapt
their maneuvers accordingly.

This real-world implementation validates V2X FlexStack’s
effectiveness in both development and deployment, making it
a valuable tool for future intelligent transportation applications.
Quantitative results for this deployment, including message de-
livery ratios under decentralised and centralised MCS architec-
tures, MCM round-trip delays, and coordination performance
with VRU priority, are reported in the companion paper by
Pons et al. [73].

9.2. VULNERABLE ROAD USER PROTECTION
VRUs are both the group that most requires and the least

likely to be part of the V2X ecosystem. Most VRUs are only
equipped with energy-constrained smartphones, which operate
using non-V2X wireless technologies. However, smartphones
provide access to multiple other wireless interfaces, including
4G/5G and WiFi. To deliver the safety benefits of the V2X
ecosystem to VRUs, the 4G/5G connection in smartphones can
be leveraged, using V2X FlexStack as a flexible and technology-
agnostic platform. V2X FlexStack allows standardized V2X
messages to be generated, shared with third parties, and main-
tains full compatibility with existing V2X systems.

Within the PoDIUM project [74], we implemented V2X con-
nectivity for VRUs using standard 4G/5G networks. The system
was based on a client-server architecture hosted on a public
cloud, where a cloud-based V2X FlexStack instance served as
a gateway between VRUs connected via 4G/5G and vehicles
equipped with V2X technologies. The server performed the
necessary intelligence to forward messages between VRUs and
vehicles with minimal latency.

Supporting this deployment required additional configura-
tions, including Domain Name System (DNS) setup and inbound
and outbound traffic routing. VRUs accessed the system primar-
ily through a dedicated smartphone application on Android,
while access via a web page running WebAssembly (WASM)
code executing V2X FlexStack locally was also supported.

To ensure VRU safety, C-ITS messages from both vehicles
and VRUs were collected and integrated into an LDM hosted
on the server. This LDM aggregated real-time information from
both groups, providing a unified view of the ecosystem for
decision-making.

Implementation also addressed several smartphone-specific
challenges, including low-quality GPS signals, OS-level restric-
tions on background processing, and GPS throttling due to en-
ergy constraints. Despite these limitations, the deployment suc-
cessfully demonstrated the feasibility of extending V2X safety
services to VRUs over standard 4G/5G networks. System-level
KPIs for this deployment (gateway end-to-end latency, VAM
forwarding success rates and multi-technology message recep-
tion statistics) are reported in the companion paper by Casade-
mont et al. [74].

10. Conclusions

This paper has presented V2X FlexStack, an open-source,
dual-language implementation of the ETSI C-ITS Release 2
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protocol stack. By providing both a Python library and a Rust
crate that share the same architectural principles (modular SAP
interfaces, an actor-model concurrency strategy, and a hardware-
agnostic LinkLayer abstraction) V2X FlexStack addresses the
full spectrum of C-ITS deployment and research scenarios,
from rapid algorithmic prototyping on commodity hardware
to production-grade, memory-safe deployments on resource-
constrained embedded platforms.

Summary of Main Contributions
1. A comprehensive, open-source ETSI C-ITS Re-

lease 2 Python stack. The Python V2X FlexStack imple-
ments the core ETSI C-ITS Release 2 protocol hierarchy:
GeoNetworking (ETSI EN 302 636-4-1), BTP (EN 302 636-
5-1), and all major Facilities layer services including the
CA Basic Service, DEN Service, Infrastructure Services
(SPATEM/MAPEM/IVIM/SREM/SSEM/RTCMEM), the VRU
Awareness Basic Service, and the Collective Perception Service.
The modular SAP-based architecture enables researchers to
replace, extend, or instrument any individual layer without
modifying the rest of the stack, making it uniquely suited to
standard modification studies and algorithm evaluation.

2. Demonstrated throughput exceeding the C-V2X PC5
physical-layer operational ceiling. A systematic, 30-run bench-
mark for each platform–implementation–security combination
establishes that the unsecured software stack is not a through-
put bottleneck on any tested platform. On the laptop (Intel
Core i7-1185G7), CPython 3.12 achieves 19 477 CAMs/s (2.9×
the 6 800-PPS C-V2X DCC operational ceiling), PyPy 3.11
reaches 197 860 CAMs/s (29.1×), and Rust 24 342 CAMs/s
(3.6×). On the Raspberry Pi 5 (Cortex-A76), CPython 3.13
achieves 32 867 CAMs/s (4.8×), PyPy 3.11 219 123 CAMs/s
(32.2×, high run-to-run variability due to JIT recompilation
bursts), and Rust 34 073 CAMs/s (5.0×). On the Cohda MK6
commercial C-V2X On-Board Unit, the rust-cv2x build
achieves 4 706 CAMs/s (0.69×, bounded by Cohda radio API
serialisation overhead rather than stack processing), which is
470× above the ETSI-mandated per-node 10-CAMs/s maximum.
All unsecured figures exceed the 6 800-PPS C-V2X PC5 DCC
ceiling by large margins on both general-purpose platforms,
confirming that the protocol-stack processing overhead is
negligible relative to physical-layer constraints across the
complete range of standardised V2X access technologies.

3. Quantification of the software ECDSA bottleneck
and the HSM design requirement. When ETSI-ITS security
(ECDSA-P256) is enabled, the signing and verification overhead
becomes the sole binding constraint. For the unsecured 192-byte
digest-mode packets generated by the benchmark, no imple-
mentation reaches the physical-layer limit. Rust on the laptop
leads at 3 468 sign/s (0.51×) and is the only implementation to
exceed the 3 400-PPS cert-mode sub-ceiling; Python implemen-
tations reach 657–966 CAMs/s (0.097×–0.14×). On the MK6,
software signing limits secured TX to 472 CAMs/s (0.069×).
Standalone secured RX is even more constraining: Python im-
plementations verify at only 167–184 secured CAMs/s on the
laptop, supporting at most ≈16–18 simultaneously transmitting
secured neighbours at the ETSI maximum rate of 10 CAMs/s,

while Rust’s native ECDSA raises secured RX to 3 006 CAMs/s
(≈300 neighbours). On the MK6, software verification limits
secured RX to 58 CAMs/s (≈5 neighbours), the most critical
deployment gap identified. The analysis quantifies the ECDSA
throughput thresholds (6 800 sign/s for full digest-mode head-
room, 3 400 sign/s for the cert-mode sub-ceiling) that an auto-
motive Hardware Secure Module (HSM) must meet to eliminate
the signing bottleneck entirely and restore all platforms to their
unsecured physical-layer capacity.

4. A Rust re-implementation targeting embedded
and high-performance deployments. The Rust FlexStack
(rustflexstack crate) extends the reach of V2X FlexStack to
deployment scenarios that fundamentally preclude managed-
runtime languages: Arm Cortex-A OBUs, low-power RSU
controllers, and VRU wearable devices. The actor-model
concurrency design, with per-layer OS threads communicating
via mpsc channels, eliminates the Python GIL bottleneck and
enables deterministic, sub-millisecond encode-decode pipelines.
Cross-compilation to aarch64-unknown-linux-gnu requires
no source-level modifications, directly enabling aftermarket
embedded deployments. The Rust UPER ASN.1 decoder peaks
at 196 505 CAMs/s on the RPi5 (28.9× the physical-layer
reference), a figure especially relevant for RSU roadside deploy-
ments where the primary workload is dense multi-node CAM
reception.

5. Real commercial C-V2X hardware validation. The
rust-cv2x specialised build interfaces directly with the Qual-
comm Telematics SDK on the Cohda MK6, enabling end-to-end
over-the-air measurements without simulation or emulation. Us-
ing two MK6 units in a transmit/receive configuration, the stack
is validated under real C-V2X PC5 air-interface conditions with
no HSM. The resulting over-the-air RX measurements, and the
accompanying analysis explaining why the high coefficient of
variation in those cells (CV ≈100%) is an intrinsic property of
the real radio-channel and NIC arrival-process rather than a stack
deficiency, establish the MK6 results as a genuine end-to-end
C-V2X deployment validation.

6. Hardware compatibility and validated interoperabil-
ity. The stack has been validated on IEEE 802.11p hardware
via the Linux ath9k driver and PF_PACKET raw sockets, and
on Qualcomm Snapdragon Automotive 4G Platform hardware
via the Qualcomm Telematics SDK. Interoperability testing con-
firms that unsecured CAMs, DENMs, and VAMs generated by
V2X FlexStack are correctly decoded by commercial and open-
source C-ITS implementations at the GeoNetworking, BTP, and
Facilities layers, satisfying a necessary condition for deploy-
ment in heterogeneous V2X networks. Security wire-format
conformance (ETSI TS 103 097 COER encoding) is validated
internally through systematic Wireshark dissector analysis and
the performance benchmarks; cross-vendor interoperability at
the ETSI-ITS security layer against a third-party implementa-
tion has not yet been demonstrated and is identified as near-term
future work (Section 7.4).

7. A versatile foundation for real-world deployment. V2X
FlexStack has been successfully deployed as the communica-
tion platform in cooperative maneuvering, VRU protection, and
infrastructure-based traffic management scenarios across mul-
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tiple European research projects. A Decentralized Maneuver
Coordination Service deployment on the Applus+ IDIADA test
track, covering two-vehicle unsignalized intersection coordina-
tion with integrated VRU priority, was experimentally evalu-
ated in [73]. A 4G/5G cloud-gateway deployment extending
V2X safety services to smartphone-equipped VRUs within the
PoDIUM project was evaluated in [74]. These deployments
confirm that V2X FlexStack’s hardware-agnostic LinkLayer
abstraction and modular SAP design scale to heterogeneous
multi-technology production scenarios without modification of
the core stack.

11. FUTURE WORK

Several directions remain open for future investigation. First,
while ECDSA-P256 operations are fully benchmarked in both
the Python and Rust implementations, integration of a hardware
HSM into the FlexStack deployment pipeline, offloading sign-
ing and verification to dedicated tamper-resistant cryptographic
co-processors, remains as future work; the throughput thresh-
olds quantified in this paper (6 800 ops/s for full digest-mode
headroom; 3 400 ops/s for the cert-mode sub-ceiling) provide
concrete design targets for HSM selection and integration test-
ing. Second, while the LinkLayer abstraction is designed to
accommodate IEEE 802.11bd and 5G NR-V2X, no commer-
cially available hardware for these standards was accessible at
the time of writing; as such chipsets emerge, validating the
stack’s access-technology agnosticism across next-generation
V2X standards represents a natural extension of this work. Third,
the Rust FlexStack’s actor-model architecture provides a nat-
ural substrate for exploring real-time QoS scheduling across
concurrent message types, an open research problem directly
relevant to the ETSI DCC and Manoeuvre Coordination Service
standardisation efforts currently underway. Fourth, a software-
to-software cross-vendor security interoperability test against
the Vanetza [60] security implementation represents the most
accessible next step toward full ETSI TS 103 097 wire-format
validation; both stacks are publicly available and no hardware
PKI infrastructure is required, making this a near-term priority
before operational deployment in any C-ITS corridor infrastruc-
ture.
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